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Abstract

The next generation of scienti ¢ experiments and studies aing carried out by
large collaborations of researchers distributed arouedntbrld engaged in analysis of
huge collections of data generated by scienti ¢ instruree@rid computing has emerged
as an enabler for such collaborations as it aids commumnit&saring resources to achieve
common objectives. Data Grids provide services for acngsseplicating and managing
data collections in these collaborations. Applicationsdus such Grids are distributed
data-intensive, that is, they access and process digdhilatasets to generate results.
These applications need to transparently and ef cientlyeas distributed data and com-
putational resources. This thesis investigates propeofielata-intensive computing en-
vironments and presents a software framework and algaosittemmapping distributed
data-oriented applications to Grid resources.

The thesis discusses the key concepts behind Data Grid®anhces them with other
data sharing and distribution mechanisms such as contkvemyenetworks, peer-to-peer
networks and distributed databases. This thesis provioiepiehensive taxonomies that
cover various aspects of Data Grid architecture, data piatetion, data replication and
resource allocation and scheduling. The taxonomies areethfd various Data Grid
systems not only to validate the taxonomy but also to betteletstand their goals and
methodology.

The thesis concentrates on one of the areas delineated taxbromy — schedul-
ing distributed data-intensive applications on Grid reses. To this end, it presents the
design and implementation of a Grid resource broker thatiamesiaccess to distributed
computational and data resources running diverse middéewde broker is able to dis-
cover remote data repositories, interface with variougdieigare services and select suit-
able resources in order to meet the application requiresnehhe use of the broker is
illustrated by a case study of scheduling a data-intensigke énergy physics analysis
application on an Australia-wide Grid.

The broker provides the framework to realise schedulirgtegies with differing ob-
jectives. One of the key aspects of any scheduling stratethyel mapping of jobs to the
appropriate resources to meet the objectives. This thessepts heuristics for mapping
jobs with data dependencies in an environment with hetereges Grid resources and
multiple data replicas. These heuristics are then compaitbdperformance evaluation
metrics obtained through extensive simulations.
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Chapter 1

Introduction

This chapter introduces the context of the research to ksepted in this thesis. It starts
off with an introduction to the general area of Grid compgtand Data Grids, and dis-
cusses the motivation and challenges for scheduling biig&d data-intensive applications
in such environments. Then, it presents a short overviewsuurce brokers and schedul-
ing, and presents the primary contributions of this redearthe chapter ends with a

discussion on the organisation of the rest of this thesis.

1.1 Grid Computing

The next generation of scienti ¢ applications in domainsi@erse as high energy physics,
molecular modelling, and earth sciences involve the prdoof large datasets from
simulations or large-scale experiments. Analysis of tliegasets and their dissemination
among researchers located over a wide geographic areaegedugh capacity resources
such as supercomputers, high bandwidth networks, and n@asges systems. Collec-
tively, these large scale applications are now part of e/®& [101], a discipline that
envisages using high-end computing, storage, networkidg/#eb technologies together
to facilitate collaborative and data-intensive scientiesearch. e-Science requires new
paradigms in Internet computing that address issues sunfuldisdomain data sharing
applications, co-operation and co-ordination of resosii@ed operations across system
boundaries.

Grid computing [84] paradigm unites geographically-dstted and heterogeneous
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computing, storage, and network resources and provideednsecure, and pervasive ac-
cess to their combined capabilities. Therefore, Grid ptats enable sharing, exchange,
discovery, selection, and aggregation of distributedrogieneous resources such as com-
puters, databases, visualisation devices, and sciemsttuments. Grid computing, there-
fore, leads to the creation of virtual organisations [88hbgwing geographically-distributed
communities to pool resources in order to achieve commoectiises.

Grid computing has the potential to support different kimdsapplications. They
include compute-intensive applications, data-intensipplications and applications re-
quiring distributed services. Various types of Grids haeerb developed to support
these applications and are categorized as Computationd$,@ata Grids and Service
Grids [123]. A large number of e-Science applications rexjaapabilities supported by
Data Grids. Realizing such Grids requires challenges to leecome in security, user
management, resource management, resource discovetgasipp scheduling, high-
speed network protocols, and data management. Howevar, tfre user's perspective,
two important barriers that need to be overcome are the atplof developing Grid
applications and their scheduling on distributed resaircEehis thesis presents a soft-
ware framework for creating and composing distributed -dlaiansive applications, and

scheduling algorithms for effectively deploying them oolggl Grids.

1.2 Data Grids and Application Scheduling

Data Grids [56, 106] primarily deal with providing servicasd infrastructure for dis-
tributed data-intensive applications that need to actesssfer and modify massive data-
sets stored in distributed storage resources. A Data Gmd & present the following
capabilities to its users: (a) ability to search through atons available datasets for the
required dataset and to discover suitable data resourcexd¢essing the data, (b) abil-
ity to transfer large-sized datasets between resourcesnimimal time, (c) ability for
users to manage multiple copies of their data, (d) abilitgetect suitable computational
resources and process data on them, and (e) ability to maagss permissions for
the data. Therefore, Data Grids aim to combine high-end coimgp technologies with

high-performance networking and wide-area storage maneagetechniques.



1.2. DATA GRIDS AND APPLICATION SCHEDULING 3

To realise these abilities, a Data Grid needs to providesi@arvices and APIs (Ap-
plication Programming Interfaces) for orchestratingaodirative access to data and com-
putational resources. These include administration ttalsake it less cumbersome to
manage authenticating and authorising widely disperseadimes for accessing disparate
resources and data collections; data search tools to akk®nsuo discover datasets of
interest out of the hundreds and thousands that may be lbleaiathin a collaboration;
intelligent data replication and caching services to em#luat the users can access the re-
quired datasets in the fastest and/or cheapest mannemdatgement tools and services
to allow users to upload data back into the collaboratioayiple useful descriptions for
other researchers and if required, enforce access cgraralsesource management ser-
vices and APIs to allow applications and users to utiliseitfi@structure effectively by
processing the data at idle resources that offer betteataamd times and reduced costs.
This thesis, however, concentrates on the challenges ditappn deployment on Data
Grids.

Scheduling and deployment of Grid applications is perfatimgresource brokerghat
hide the complexity of the underlying infrastructure bynggorming users' requirements
into Grid operations, that are then carried out withoutrtirgervention. Users describe
requirements such as the type of analysis, required eXglegtalata dependencies, dead-
line for the execution and the maximum available budgetudhosimple interfaces. The
resource broker creates jobs corresponding to the anabgisrements and discovers
suitable computational resources to execute the jobs gn@ypate data repositories for
accessing the data required for the jobs. It then deploysothe on selected Grid re-
sources, monitors their execution, and upon their congiettollates and presents the
results of the analysis to the users. By abstracting the émetldetails of dealing with
Grid resources, a resource broker helps its users focus signileg scenarios and ex-
periments that utilise the infrastructure thereby allapinem to realise maximum utility

from their collaboration.

Figure 1.1 shows such a scenario that involves an applicatith distributed data
requirements. The data is generated by an instrument suglpagicle accelerator or a
telescope and is replicated at distributed locations. To&drs discovers the data repli-

cas by querying a directory such as Replica Location Sen{iReS) [55] and available
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]

Figure 1.1: A Grid resource broker for Data Grids.

computational resources by querying information servgesh as Grid Index Informa-
tion Service (GIIS) [65]. Additionally, it may consult othenformation services such
as Grid Market Directory [221] for resource prices, reseumtonitoring services such
as Ganglia [178] for performance data, and applicationlegtees for information about
locations of applications. It then devises a schedule feceting the application taking
into consideration the computational performance, dataster requirements and costs
associated with resource usage.

In recent years, many resource brokers have been developéifférent applications
and to achieve different objectives [1, 12, 52, 74, 91, 183)wever, the needs of dis-
tributed data-intensive applications have not been takieraccount by these in either the
process of resource discovery or job scheduling. This sh@gisents the architecture and
design of a Grid resource broker that discovers suitable slatirces and computational
resources for a given distributed data-intensive applinascenario; maps such jobs to
resources in order to achieve user-speci ed Quality of Ber¢QoS) metrics; deploys
and monitors job execution on selected resources; accgateiom local or remote data
sources during job execution; and collates and presentkses$ the execution to the user.

The execution of distributed data-intensive applicatiomslves requirements for dis-

covering, processing, storing and managing large digeibdatasets and is guided by
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factors such as cost and speed of accessing, transfermihgracessing data. There may
be multiple datasets involved in a computation, each raefgat at multiple locations that
are connected to one another and to the compute resourcestwygrks with varying
costs and capabilities. Consequently, this explosion oifcelsamakes it dif cult to iden-
tify appropriate resources for retrieving and performihg tequired computation on the
selected datasets. This thesis, therefore, develops asdrgs scheduling algorithms for

applications that require accessing massive datasetsatgal on multiple Grid resources.

1.3 Contributions

This thesis makes several contributions towards improWrggunderstanding of data-
intensive computing environments and towards advanciegatiea of scheduling dis-

tributed data-intensive applications on Grid resourcé®s€ are as follows:

1. This thesis discusses the key concepts behind Data Grilsampares them with
content delivery networks, peer-to-peer networks andidiged databases. It pro-
vides a systematic characterisation of Data Grids and atigbr examination of
their differences with these distributed data-intensivechanisms. The objective
of this exercise is to delineate the uniqueness of Data Gmdisto identify tech-
nologies and algorithms developed in related areas thabeapplied to the target

research area.

2. This thesis provides comprehensive taxonomies that s@veus aspects of archi-
tecture, data transportation, data replication and regoalfocation and scheduling.
The proposed taxonomy is mapped to various Data Grid systetnsnly to vali-
date the taxonomy but also to better understand their goalsheeir methodology.

This also helps evaluate their applicability to similar fpeons.

3. This thesis presents the design and development of a &udirce broker for exe-
cuting distributed data-oriented applications on a Gride broker discovers com-
putational and data resources, schedules jobs based @& nesgrirements and re-
turns results back to the user. The broker follows a simpteeygensible object-

oriented model that is based on the strict separation of lagd data.
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4. This thesis presents a comprehensive resource andapplienodel for the prob-
lem of scheduling distributed data intensive Bag of Taskiappbns on Data Grids.
The application can be split up or “decomposed” to obtainlkection of indepen-
dent jobs that each require multiple datasets that are egutitated on multiple
data repositories. The model takes into account the ecancwosis of processing a
job along with the execution time and the times for trangfigrthe required datasets

from different data hosts to the compute resource on whieloihwill be executed.

5. This thesis presents heuristics for mapping and schegldistributed data-intensive
jobs on Data Grid resources. It introduces a greedy hetttsiit aims to minimise
either the total execution cost or time depending on the'upesference, subject
to the user's deadline and budget constraints. It introglacether heuristic that is
based on a solution to the well-known Set Covering Problenesétare evaluated

both on real Grid testbeds and via extensive simulations.

1.4 Thesis Organisation

The rest of the thesis is organised as follows: Chapter 2 ptesa overview of Data
Grids and the comparison with other data distribution armt@ssing technologies. This
is followed by Chapter 3 which proposes a taxonomy of Data &search and classi es
some of the publications within this eld accordingly. Thaesis then concentrates on
one of the areas delineated in the taxonomy - that of res@ll@eation and scheduling -
and introduces the design and architecture of the Gridbnisebiin Chapter 4. Chapter 5
discusses the scheduling problem and also introduces dygheeiristic for deadline and
budget constrained cost and time minimisation schedulfrata-intensive applications.
Chapter 6 then discusses a graph-based approach towardsh#ikng problem and
presents a heuristic and its evaluation via simulation.aliinthe thesis concludes and
presents ideas for future work in Chapter 7.

The core chapters are derived from various articles putdisturing the course of the
Ph.D. candidature as detailed below:

Chapter 2andChapter 3are derived from:



1.4. THESIS ORGANISATION 7

Srikumar Venugopal, Rajkumar Buyya, and Kotagiri Ramamohanarao, “A Tax-
onomy of Data Grids for Distributed Data Sharing, Managenael Processing”,
ACM Computing Surveyd/ol. 38, No. 1, ACM Press, New York, USA, March
2006.

Chapter 4is partially derived from:

Srikumar Venugopal, Rajkumar Buyya, and Lyle Winton, “A Grid Service Broker
for Scheduling Distributed Data-Oriented Applications@lobal Grids”,Proceed-
ings of the 2nd International Workshop on Middleware for GZidmputing (MGC
04), Oct. 2004, Toronto, Canada, ACM Press, USA.

Srikumar Venugopal, Rajkumar Buyya, and Lyle Winton, “A Grid Service Broker
for Scheduling e-Science Applications on Global Data Grid3oncurrency and
Computation: Practice and Experiencéol. 18, No. 6, pp 685-699, Wiley Press,
New York, USA, May 2006.

Krishna Nadiminti Srikumar Venugopal, Hussein Gibbins, and Rajkumar Buyya,
The Gridbus Grid Service Broker and Scheduler (2.0) Userd&uiechnical Re-
port, GRIDS-TR-2005-4, Grid Computing and Distributed Systdmaboratory,
University of Melbourne, Australia, April 22, 2005.

Comments: Krishna Nadiminti and Hussein Gibbins as members of thelfaisd
project have extended the Gridbus broker to operate witbntedevelopments in
low-level middleware and added various features requioegbfoduction Grid us-
age. Prior to their involvement, | was the primary developiethe broker and ap-
plied the same to many application studies including theeBdigh Energy Physics

application study reported in this thesis.
Chapter 5andChapter 6are partially derived from:

Srikumar Venugopal and Rajkumar Buyya, “A Deadline and Budget Constrained
Scheduling Algorithm for eScience Applications on Datadstj Proceedings of
the 6th International Conference on Algorithms and Architezs for Parallel Pro-

cessingOct. 2005, Melbourne, Australia, Springer-Verlag, BertBermany.
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2006) Sept. 2006, Barcelona, Spain, IEEE Computer Society PressAlamitos,
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Chapter 2

Data Grids: An Overview and

Comparison

This chapter provides a general overview of Data Grids tbaeis topics such as key
concepts, characteristics and a layered architectures cHapter presents an analysis of
the differences between Data Grids and other distributéa-idéensive paradigms such
as content delivery networks, peer-to-peer le-sharinggwoeks and distributed databases.
It ends with a discussion on the convergence between thesfoamd the latter and how

techniques in other data-intensive networks are ndingiappon in Data Grids.

2.1 Terms and De nitions

A data intensive computing environment consists of apptioa that produce, manipu-
late or analyse data in the range of hundreds of MegaBytes (MBgtaBytes (PB) and
beyond [149]. The data is organised as collectiondaiasetsand are typically stored
on mass storage systems (also cahegositorie$ such as tape libraries or disk arrays.
The datasets are accessed by users in different locatioosnaly create local copies or
replicasof the datasets to reduce latencies involved in wide-ar&atdansfers and there-
fore, improve application performance. A replica may be mglete or a partial copy
of the original dataset. Aeplica management systesndata replication mechanisral-

lows users to create, register and manage replicas and s@ayjpdate the replicas if the

9
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original datasets are modi ed. The system may also creg@iéeces on its own guided by
replication strategieshat take into account current and future demand for thesdggalo-
cality of requests and storage capacity of the repositokiesadata or “data about data”,
is information that describes the datasets and could doomttributes such as name,
time of creation, size on disk and time of last modi cation. efddata may also con-
tain speci c information such as details of the process gratluced the data. feplica
catalogcontains information about locations of datasets and &ssakcreplicas and the
metadata associated with these datasets. Users querydlmgassing metadata attributes
to conduct operations such as locating the nearest regdlearticular dataset.

In the context of Grid computing, any hardware or softwargtyysuch as supercom-
puters, storage systems or applications that are sharegéetusers of a Grid is called
aresource However, for the rest of this thesis and unless otherwsd} the term re-
source means hardware such as computers or storage sy&eswirces are alswdes
in the network and hence, these terms are used interchdgpgddie network-enabled
capabilities of the resources that can be invoked by usppdications or other resources

are calledservices

2.2 Data Grids

A Data Grid provides services that help users discoverstesrand manipulate large
datasets stored in distributed repositories and alsojeciaad manage copies of these
datasets. At the minimum, a Data Grid provides two basictfanalities: a high perfor-
mance and reliable data transfer mechanism, and a scatgiiear discovery and man-
agement mechanism [56]. Depending on application req@nesn various other services
need to be provided. Examples of such services include stensly management for
replicas, metadata management and data lItering and rextuntechanism. All opera-
tions in a Data Grid are mediated by a security layer that lesraithentication of entities
and ensures conduct of only authorized operations.

Another aspect of a Data Grid is to maintain shared collestiof data distributed
across administrative domains. These collections aretaiagd independent of the un-

derlying storage systems and are able to include new sité®uti major effort. More
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Figure 2.1: A High-Level view of a Data Grid.

importantly, it is required that the data and informatiosasated with data such as
metadata, access controls and version changes be preseered the face of platform
changes. These requirements lead to the establishmensddtpat archival storage [150].

Figure 2.1 shows a high-level view of a worldwide Data Gricigisting of computa-
tional and storage resources in different countries tretcannected by high speed net-
works. The thick lines show high bandwidth networks linkihg major centres and the
thinner lines are lower capacity networks that connectdtted to their subsidiary centres.
The data generated from an instrument, experiment or a metwicsensors is stored in
its principal storage site and is transferred to the othemage sites around the world on
request through the data replication mechanism. Userg/ dheir local replica catalog
to locate datasets that they require. If they have beeneptdahe requisite rights and per-
missions, the data is fetched from the repository local &irtarea, if it is present there;
otherwise it is fetched from a remote repository. The datg beetransmitted to a compu-
tational site such as a cluster or a supercomputer facditpfocessing. After processing,
the results may be sent to a visualisation facility, a shegpdsitory or to the desktops of
the individual users.

A Data Grid, therefore, provides a platform through whicarssan access aggregated

computational, storage and networking resources to egdhatr data-intensive applica-
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tions on remote data. It promotes a rich environment foraiseanalyse data, share the
results with their collaborators and maintain state infation about the data seamlessly
across institutional and geographical boundaries. Ofted examples for Data Grids are
the ones being set up for analysing the huge amounts of datevihbe generated by the
CMS (Compact Muon Solenoid), ATLAS (A Toroidal LHC Appratu®). ICE (A Large
lon Collider Experiment) and LHCb (LHC beauty) experimentthatLarge Hadron Col-
lider (LHC) [131] at CERN when they will begin production in 200Fhese Data Grids
will involve thousands of physicists spread over hundrefdastitutions worldwide and
will be replicating and analysing terabytes of data daily.

Resources in a Grid are heterogeneous in terms of operatungements, capability
and availability and are under the control of their own I@dhinistrative domains. These
domains are autonomous and retain the rights to grant useessto the resources under
their control. Therefore, Grids are concerned with issueh @s: sharing of resources,
authentication and authorization of entities, and resmoranagement and scheduling for
ef cient and effective use of available resources. Natyr&lata Grids share these general

concerns, but have their own unique set of characteristidchallenges listed below:

Massive DatasetdData-intensive applications are characterised by theepoesof
large datasets of the size of Gigabytes (GB) and beyond. Fongbe, the CMS
experiment at the LHC is expected to produce 1 P8 bytes) of RAW data and
2 PB of Event Summary Data (ESD) annually when it begins prtodn [104].
Resource management within Data Grids therefore extendsimining latencies
of bulk data transfers, creating replicas through appab@replication strategies

and managing storage resources.

Shared Data CollectiondResource sharing within Data Grids also includes, among
others, sharing distributed data collections. For exapga€icipants within a sci-
enti ¢ collaboration would want to use the same reposit®es sources for data and

for storing the outputs of their analyses.

Uni ed NamespaceThe data in a Data Grid share the same logical namespace in
which every data element has a unique logical lename. Tigeckd lename is

mapped to one or more physical lenames on various storag@urees across a
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Data Grid.

Access RestrictionstUsers might wish to ensure con dentiality of their data or
restrict distribution to close collaborators. Authentica and authorization in Data

Grids involves coarse to ne-grained access controls olarexd data collections.

However, certain characteristics of Data Grids are spetd d¢he applications for
which they are created. For example, for astrophysics dn kigergy physics experi-
ments, the principal instrument such as a telescope or &lpaaitcelerator is the single
site of data generation. This means that all data is writtensingle site, and then repli-
cated to other sites for read access. Updates to the sow@earagated to the replicas
either by the replication mechanism or by a separate cemggimanagement service.

A lot of challenges in Grid computing revolve around prowgliaccess to different
types of resources. Foster, Kesselman and Tuecke [88] hrap®sed a Grid architec-
ture for resource sharing among different entities basedrat the concept offirtual
Organizations (VOs) A VO is formed when different organisations pool resouraed
collaborate in order to achieve a common goal. A VO de nesrdssurces available for
the participants and the rules for accessing and using gwurees and the conditions
under which the resources may be used. Resources here imdtgest compute, stor-
age or network resources, they may also be software, sciemstruments or business
data. A VO also provides protocols and mechanisms for agibics to determine the
suitability and accessibility of available resources. tagtical terms, a VO may be cre-
ated using mechanisms such as Certi cate Authorities (CAd)tarst chains for security,
replica management systems for data organisation anevaiteand centralised scheduling
mechanisms for resource management.

The existence of VOs impacts the design of Data Grid archites in many ways. For
example, a VO may be stand alone or may be composed of a tigrafcegional, na-
tional and international VOs. In the latter case, the unyilegl Data Grid may have a cor-
responding hierarchy of repositories and the replica ¢sgoand management systems
will be structured accordingly. More importantly, sharimigdata collections is guided by
the relationships that exist between the VOs that own eateatollections. Subsequent

sections will discuss how Data Grids are differentiated laghsdesign choices and how
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APPLICATIONS APPLICATION

| High Energy Physics || Virtual Observatory | | Climate Modelling |

APPLICATION TOOLS

| Portals ” Collaboratories ” Remote Visualization | | Remote Instrumentation |

USER-LEVEL SERVICES DATA GRID SERVICES

| Replica Management ” Resource Brokering | | Virtual Organization Tools |

CORE SERVICES

| Replication || Discovery || Job Submission || Data Transfer Libraries |

COMMUNICATION

| File Transfer Protocols (FTP, GridFTP, etc.) | | Overlay Structures |

| Security Layer (GSI or Kerberos) |

| Internet Protocol |

SOFTWARE BASIC GRID FABRIC

| Operating Systems || Batch Job Systems ” Dist. File Systems | | Databases |

HARDWARE / PHYSICAL LAYER

| Clusters || Instruments || Networks || Disks || TapeArchivesl | SAN |

Figure 2.2: A Layered Architecture.

these affect underlying technologies.

2.2.1 Layered Architecture

The components of a Data Grid can be organised in a layerditeoture as shown in
Figure 2.2. This architecture follows from similar de rafis given by Foster et al. [88]
and Baker et al. [23]. Each layer builds on the services affésethe lower layer in ad-
dition to interacting and co-operating with components #redsame level (eg. Resource

broker invoking VO tools). These layers can be describeh foottom to top as below:

1. Grid Fabric: Consists of the distributed computational resources tf@tassuper-
computers), storage resources (RAID arrays, tape archawves)nstruments (tele-
scope, accelerators) connected by high-bandwidth nesvé&#ch of the resources

runs system software such as operating systems, job submesd management
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systems and relational database management systems (RDBMS).

2. Communication Consists of protocols used to query resources in the Gridi¢-ab
layer and to conduct data transfers between them. Thesecpistare built on
core communication protocols such as TCP/IP and autheioticatotocols such as
PKI (Public Key Infrastructure), passwords or SSL (Securek8ts Layer). The
cryptographic protocols allow veri cation of users' idéres and ensure security
and integrity of transferred data. These security mechanierm part of the Grid
Security Infrastructure (GSI) [87]. File transfer protteeuch as GridFTP (Grid
File Transfer Protocol), among others, provide servicegfaient transfer of data
between two resources on the Data Grid. Application-smeoverlay structures
provide ef cient search and retrieval capabilities fortdisuted data by maintaining

distributed indexes.

3. Data Grid ServicesProvides services for managing and processing data ina Dat
Grid. The core level services such as replication, dateodesy and job submis-
sion provide transparent access to distributed data anguation. User-level ser-
vices such as resource brokering and replica managemeind@mmechanisms that
allow for ef cient resource management hidden behind itite commands and
APIs (Application Programming Interfaces). VO tools paeieasy way to perform
functions such as adding new resources to a VO, queryingxisérg resources

and managing users' access rights.

4. Applications Speci ¢ services cater to users by invoking services mediby the
layers below and customising them to suit the target donsiohk as high energy
physics, biology and climate modelling. Each domain presid familiar interface
and access to services such as visualisation. Portals drenteefaces that provide
single-point access to available VO services and domagigpapplications and
tools. Collaboratories [121] have similar intent and alsovfte applications that

allow users to conduct joint operations with their colleagu

The security layer and Data Grid services provide appbostuniform access to resources
in the Fabric layer while abstracting out much of the inhecemplexity and heterogene-

ity. Formation of VOs requires interoperability betweee tiesources and components
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that are provided by different participants. This motigatiee use of standard protocols
and service interfaces for information exchange among Vidiexn Service interfaces
themselves have to be separated from implementation sletad have to be described
in language- and platform-independent format. Realizabibthese requirements have
led the Grid computing research community, through forunthsas Global Grid Forum
(GGF), to adopt a new Open Grid Services Architecture (OG[BA) that is based on
the Web serviceparadigm. Web services are self-contained, stateless muenps that
use standard mechanisms for representation and exchadg&ofOGSA builds on Web
service properties such as vendor and platform neutraicgede nition using XML (eX-
tensible Markup Language) [39] and standard communicagirotocols such as SOAP
(Simple Object Access Protocol) to cre&@ed services Grid services are standardized
Web service interfaces that provide Grid capabilities ir@use, reliable and stateful man-
ner. Grid services may also be potentially transient and@instances support service
lifetime management and state noti cation. OGSA utilizeanslard Web service mecha-

nisms for discovering and invoking Grid services.

The OGSA Data Services [89] deal with accessing and manafgitegresources in a
Grid environment. Adata servicemplements one or more of a set of basic interfaces that
describe the data and provide operations to manipulatehie Same data can be repre-
sented in many ways by different data services that imple¢iéierent set of operations
and data attributes. This abstract view of data created layaasgrvice is termedhta vir-
tualisation Subsequent efforts through the Data Access and Integr&govices Working
Group (DAIS-WG) at GGF have produced a set of more concretelatds [18] for rep-
resenting data through services. These standards prdvedmhsumers of these services
the advantage of being isolated from the inner workings dal@zrids and therefore, be

able to develop complex applications that consume datdfereint ways.

2.2.2 Related Data-Intensive Research

Three related distributed data-intensive research atedsshare similar requirements,
functions and characteristics are described below. Thage leen chosen because of the

similar properties and requirements that they share witta Gaids.
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Content Delivery Network

A Content Delivery Network (CDN) [68, 71] consists of a “coltem of (non-origin)
servers that attempt to of oad work from origin servers byidging content on their
behalf’ [124]. That is, within a CDN, client requests are saitl from other servers dis-
tributed around the Internet (also called edge servers)chehe the content originally
stored at the source (origin) server. A client request isuted from the main server to an
available server closest to the client likely to host thetentrequired [71]. This is done
by providing a DNS (Domain Name System) server that resdiveslient DNS request
to the appropriate edge server. If the latter does not haveeitjuested object then it re-
trieves the data from the origin server or another edge sefte primary aims of a CDN
are, therefore, load balancing to reduce effects of suddeges in requests, bandwidth
conservation for objects such as media clips and reduciegdtnd-trip time to serve
the content to the client. CDNs are generally employed by Waetient providers and
commercial providers such as Akamai Inc., Speedera InclraaliDNS Inc. have built
dedicated infrastructure to serve multiple clients. HosvyeDNs haven't gained wide
acceptance for data distribution because, currently CDid$trfuctures are proprietary in

nature and owned completely by the providers.

Peer-to-Peer Network

Peer-to-peer (P2P) networks [156] are formed by ad hoc ggtjom of resources to form
a decentralised system within which each peer is autonomaaodisiepends on other peers
for resources, information and forwarding requests. Tlmamy aims of a P2P network
are: to ensure scalability and reliability by removing tleatralised authority, to ensure
redundancy, to share resources and to ensure anonymityntiy ia a P2P network can
join or leave anytime and therefore, algorithms and strasdgave to be designed keeping
in mind the volatility and requirements for scalability argiability. P2P networks have
been designed and implemented for many target areas sucimgsit® resource sharing
(e.g. SETI@Home [15], Compute Power Market [47]), conteit énsharing (Napster,
Gnutella, Kazaa [57]) and collaborative applications sashinstant messengers (Jab-

ber [112]). Milojicic et al. [145] present a detailed taxomp and survey of peer-to-peer
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systems. The discussion here focuses mostly on contentlerstharing P2P networks as
these involve data distribution. Such networks have mdmtysed on creating ef cient

strategies to locate particular les within a group of pe¢osprovide reliable transfers of
such les in the face of high volatility and to manage highdosaused due to demand
for highly popular les. Currently, major P2P content shgrimetworks do not provide an

integrated computation and data distribution environment

Distributed Databases

A distributed database (DDB) [53, 157] is a logically orga&edisollection of data stored
at different sites of a computer network. Each site has aegegf autonomy, is capable
of executing a local application, and also participateshim éxecution of a global ap-
plication. A distributed database can be formed either kintaan existing single site
database and splitting it over different sites (top-dowprapch) or by federating existing
database management systems so that they can be accessegh taruniform interface
(bottom-up approach) [185]. The latter are also called ihatdabase systems. Vary-
ing degrees of autonomy are possible within DDBs ranging ftigtly-coupled sites
to complete site independence. Distributed databasesdvaleed to serve the needs of
large organisations which need to remove the need for aaleseidd computer centre, to
interconnect existing databases, to replicate databasesrease reliability, and to add
new databases as new organisational units are added. Thistegy is very robust and
provides distributed transaction processing, distridbigaery optimisation and ef cient
management of resources. However, these systems cannotpbayed in their current
form at the scale of Data Grids envisioned as they have streqgirements for ACID
(Atomicity, Consistency, Isolation and Durability) propies [99] to ensure that the state

of the database remains consistent and deterministic.

2.2.3 Analysis of Data-Intensive Networks

This section compares the data-intensive paradigms thescm the previous sections
with Data Grids in order to bring out the uniqueness of theefaby highlighting their

respective similarities and differences. Also, each of¢hareas have their own mature
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solutions which may be applicable to the same problems i Baids either wholly or
with some modi cation. These properties are summarisedainld 2.1 and are explained
below:

Purpose- Considering the purpose of the network, it is generally skahP2P con-
tent sharing networks are vertically integrated solutiforsa single goal (for example,
le-sharing). CDNs are dedicated to caching web content abchents are able to access
it faster. DDBs are used for integrating existing diverseadases to provide a uniform,
consistent interface for querying and/or replicating exgsdatabases for increasing relia-
bility or throughput. In contrast to these single purpodevoeks, Data Grids are primarily
created for enabling collaboration through sharing ofritigted resources including data
collections and support various activities including deaasfer and computation over the
same infrastructure. The overall goal is to bring togethéstimg disparate resources in
order to obtain bene ts of aggregation.

Aggregation- All the networks are formed by aggregating individual nede form
a distributed system. The aggregation can be created thragd hocprocess wherein
nodes subscribe to the network without prior arrangementsspeci ¢ process where
they are brought together for a particular purpose. Theeaggion can bstableor dy-
namic P2P networks, by de nition, are ad hoc in nature with nod#geng and leaving
at will. A CDN provider creates the infrastructure by settung dedicated servers for
caching content. DDBs are created by either federatingiegistatabases or by estab-
lishing a tightly-coupled network of databases by a singbgnisation. In the case of
a CDN or a DDB system, the entire network is managed by a singleyehat has the
authority to add or remove nodes and therefore, these halséeston gurations. Data
Grids are created by institutions forming VOs by poolingitihesources for achieving a
common goal. However, within a Data Grid, dynamic con gioas are possible due to

introduction or removal of resources and services.

Organisation- The organisation of a CDN is hierarchical with the data ogifiom
the origin to the edges. Data is cached at the various edgersdo exploit locality of

data requests. There are many models for organisation otBafént sharing network



20 Chapter 2. DATA GRIDS: AN OVERVIEW AND COMPARISON
Table 2.1: Comparison between various data distributiowaordis.
Property P2P (Content CDN DDB Data Grids
sharing)
Purpose File sharing Reducing web | Integrating Analysis,
latency existing collaboration
databases,
Replicating
database for
reliability &
throughput
Aggregation | Ad hoc, Speci c, Stable| Speci c, Stable| Specic,
Dynamic Dynamic
Organisation | Centralised, Hierarchical Centralised, Hierarchy,
two-level federation federation,
hierarchy, at monadic,
hybrid
Data Access Mostly read with | Read only Equally read Mostly  read
Type frequent writes and write with rare writes
Data Discov-| Central directory,, HTTP Request| Relational Catalogues
ery Flooded requests Schemas
or document
routing
Latency Man-| Replication, Caching, Replication, Replication,
agement  &| Caching, Streaming Caching Caching,
Performance | Streaming Streaming,
Pre-staging,
Network tuning
Consistency | Weak Strong (read Strong Weak
Requirements only)
Transaction None None currently | Yes None currently
Support
Computa- None currently | None Transaction Data
tional Re- (Client-side) Processing Production
quirements and Analysis
Autonomy Operational, None Operational Access, Operat
Participation (Dedicated) (federated) tional, Partici-
pation
Heterogeneity| System, System System System, -
Structural Syntactic,
Structural,
Semantic
Management | Individual Single Single VO
Entity Organisation | Organisation
Security Anonymity Data Integrity | Authentication,| Authentication,
Requirements Authorisation, | Authorisation,

Data Integrity

Data Integrity
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and these are linked to the searching methods for les witemnetwork. Within Napster,
a peer has to connect to a centralised server and search Bwagdable peer that has
the required le. The two peers then directly communicatéhvéach other. Gnutella
avoids the centralised directory by having a peer broadtsastquest to its neighbours
and so on until the peer with the required le is obtained. &azand FastTrack limit
the fan-out in Gnutella by restricting broadcasts to Super® who index a group of
peers. Freenet [59] uses content-based hashing, in whitdia assigned a hash based
on its contents and nearest neighbour search is used tofyddra required document.
Thus, three different models of organisation, viz. cergedl, two-level hierarchy and at
(structured and unstructured) can be seen in the exampdssmied above. Distributed
databases provide a relational database managemenaagtenfid are therefore organised
accordingly. Global relations are split into fragmentst thiie allocated to either one or
many physical sites. In the latter case, replication ofrfragts is carried out to ensure
reliability of the database. While distribution transpangmay be achieved within top-
down databases, it may not be the case with federated detathed have varying degrees
of heterogeneity and autonomy. As will be shown in the taxonsection, there are 4
different kinds of organisation present in a Data Grid: nthoahierarchical, federated,

and hybrid combinations of these.

Data Access TypeAccess type distinguishes the type of data access opesatom-
ducted within the network. P2P content sharing networksrasstly read-only environ-
ments and write operations occur when an entity introduegsdata into the network or
creates copies of existing data. CDNs are almost exclusiealg-only environments for
end-users and updating of data happens at the origin sembtsin DDBs, data is both
read and written frequently. Data Grids are similar to P2fvaoiks as they are mostly
read-only environments into which either data is introdloeexisting data is replicated.
However, a key difference is that depending on applicatmuirements, Data Grids may

also support updating of data replicas if the source is nmexti

Data Discovery Another distinguishing property is how the data is discedewithin
the network. The three approaches for searching within R2Rarks have been men-
tioned previously. Current research focuses on the documeening model and the
four algorithms proposed for this model: Chord [190], CAN [],7Bastry [177] and
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Tapestry [222]. CDNs fetch data which has been requested bgvesbr through HTTP

(Hyper Text Transfer Protocol). DDBs are organised usingstimee relational schema
paradigm as single-site databases and thus, data can lohestdor and retrieved us-
ing SQL (Structured Query Language). Data in Data Grids egarosed into catalogues
which map the logical description of data to the actual ptalsiepresentation. One form
of these catalogues is the replica catalogue which conéajpsssibly) one-to-many map-
ping from the logical (or device-independent) lename te #ctual physical lenames of
the datasets. Data can be located by querying these cat¢alagd resolving the physical

locations of the logical datasets.

In addition to these mechanisms, the use of metadata foctsegrdata is supported
by certain individual products in each of the four datafisige networks. Data can be
queried for based on attributes such as description or obtyjee. In Data Grids, metadata
catalogues offer another means for querying for data. Ih sases, metadata has to be
curated properly as otherwise it would affect the ef cieraryd accuracy of data discovery.

The role of metadata and catalogues will be looked at in detttie next chapter.

Latency Management & Performaned key element of performance in distributed
data-intensive networks is the manner in which they rednedatency of data transfers.
Some of the techniqgues commonly used in this regard arecedjplg data close to the
point of consumption, caching of data, streaming data aeestaging the data before the
application starts executing. Replication is differentfroaching as the former involves
creation and maintenance of copies of data at differenieglat the network depending
on access rates or other criteria while the latter involveating just one copy of the data
close to the point of consumption. Replication is, therefdomne mostly from the source
of the data (provider side) and caching is done at the dataucoer side. While both
replication and caching seek to increase performance luchegl latency, the former also

aims to increase reliability by creating multiple backupies of data.

CDNs employ caching and streaming to enhance performaneeiafip for deliver-
ing media content [182]. While several replication stragediave been suggested for a
CDN, Karlsson and Mahalingam [114] experimentally show taathing provides equiv-
alent or even better performance than replication. In treeate of requirements for

consistency or availability guarantees in CDNs, computatiy expensive replication
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strategies do not offer much improvement over simple cachethods. P2P networks
also employ replication, caching and streaming of data noua degrees. Replication
and caching are used in distributed database systems forinipy distributed query pro-

cessing [119].

In Data Grids, all of the techniques mentioned are impleexm one form or an-
other. However, additionally, Data Grids are differergthby the requirement for transfer
of massive datasets. This is either absent in the otheridiasive networks or is not
considered while designing these networks. This motivasesof high-speed data trans-
fer mechanisms that have separation of data communicatiwat s, sending of control
messages happens separately from the actual data traimséatdition, features such as
parallel and striped data transfers among others, arerszijto further reduce time of
data movement. Optimization methods to reduce the amoudéataf transfers, such as

accessing data close to the point of its consumption, aoeeatgployed within Data Grids.

Consistency Consistency is an important property which determines Hoesh” the
data is. Grids and P2P networks generally do not providexgtoonsistency guarantees
because of the overhead of maintaining locks on huge volwhesata and the ad hoc
nature of the network respectively. Among the exceptionfata Grids is the work of
Dullmann et al. [72] which discusses a consistency senacedplication in Data Grids.
In P2P networks, Oceanstore [125] is a distributed le systhat provides strong con-
sistency guarantees through expensive locking protodol€DNSs, while the data in a
cache may go stale, the system always presents the latsgirvexf the data when the

user requests it. Therefore, the consistency provided byM iS3trong.

Distributed databases, as mentioned before, have strogugyeeents for satisfying
ACID properties. While these requirements can be relaxedarcéise of unstable condi-
tions such as those found in mobile networks [163], even thesemantics for updating
are much stricter within distributed databases than inradiggribution networks. Also,
updates are more frequent and can happen from within anynsitee network. These
updates have to be migrated to other sites in the network atoaththe copies of the
data are synchronised. There are two methods for updatatigtk followed [98]:lazy,
in which the updates are asynchronously propagateceagdy in which the copies are

synchronously updated.
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Transaction Support A transaction is a set of operations (actions) such thadfall
them succeed or none of them succeed. Transaction suppaliesnthe existence of
check-pointing and rollback mechanisms so that a databas@ta repository can be
returned to its previous consistent state in case of failtifellows from the discussion of
the previous property that transaction support is esdéatidistributed databases. CDNs
have no requirements for transaction support as they oplystiread only access to data
to the end users. P2P Networks and Data Grids currently dioavet support for recovery
and rollback. However, efforts are on to provide transacsiopport within Data Grids to

provide fault tolerance for distributed transactions [R07

Computational Requiremerk€€omputational requirements in data intensive environ-
ments originate from operations such as query processpmyiag transformations to
data and processing data for analysis. CDNs are exclusiaftariented environments
with a client accessing data from remote nodes and progegsat its own site. While
current P2P content sharing networks have no processirgeafdta, it is possible to in-
tegrate such requirements in the future. Computation willdBs involves transaction
processing which can be conducted in two ways: the requestiads transmitted to the
originating site of the transaction and the transactiomegg@ssed at that site, or the trans-
action is distributed among the different nodes which héeedata. High volumes of
transactions can cause heavy computational load within DidBisthere are a variety of

optimisation techniques to deal with load balancing in p@rand distributed databases.

Data Grids have heavy computational requirements thataarsed by workloads in-
volving analysis of datasets. Many operations in Data Gegpecially those involving
analysis, can take long intervals of time (measured in hoursven days). This is in
contrast to the situation within DDBs where the turnarountetof requests is short and
for applications such as OLTP (On Line Transaction Proogdsmeasured in millisec-
onds. High performance computing sites, that generallystitore existing Data Grids,
are shared facilities and are oversubscribed most of the tirherefore, application exe-
cution within Data Grids has to take into account the timedcapent in queues at these

sites as well.

Autonomy- Autonomy deals with the degree of independence allowedfferent

nodes within a network. However, there could be differepetyand different levels of



2.2. DATA GRIDS 25

autonomy provided [13, 185Access autononsllows a site or a node to decide whether
to grant access to a user or another node within the netv@pkrational autonomgefers
to the ability of a node to conduct its own operations withoeihg overridden by external
operations of the networkParticipation autonomymplies that a node has the ability
to decide the proportion of resources it donates to the nm&tand the time it wants to
associate or disassociate from the network. Data Grid nbdes all the three kinds of
autonomy to the fullest extent. While nodes in a P2P networkaichave ne-grained
access controls against users, they have maximum indepemde deciding how much
share will they contribute to the network. CDNSs are dedicaegtd/orks and so, individual
nodes have no autonomy at all. Tightly coupled databasesratl control over the
individual sites whereas multidatabase systems retaitraaver local operations.

Heterogeneity Network environments encompass heterogeneous hardwdrgoét-
ware con gurations that potentially use different prottsco This impacts applications
which have to be engineered to work across multiple intedamultiple data formats and
multiple protocols wherever applicable. Interoperapitif the system therefore, refers to
the degree of transparency a system provides for a user és@tus information while
being unaware of the underlying complexity.

Heterogeneity can also be split into many types dependindp@ulifferences at var-
lous levels of the network stack. Koutrika [120] has ideat four different types of

heterogeneity in the case of data sources within digitahfibs.

1. System heterogeneityarises from different hardware platforms and operatirgg sy

tems.

2. Syntactic heterogeneityarises from the presence of different protocols and encod-

ings used with the system.

3. Structural heterogeneityoriginates from the data organised according to different

models and schemas.

4. Semantic heterogeneiyriginates from different meanings given to the same data,
especially because of the use of different metadata sché&nastegorising the

data.

It can be seen from the de nitions of the data-intensive meks that the same classi -
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cation is applicable in the current context. System hetmedy is a feature of all the
data-intensive networks discussed here. Though P2P rnetwOGDNs and DDBs can si-
multaneously store data in different formats, they regtheeestablishment of common
protocols within individual networks. CDNs and DDBs are alsmlogeneous when it
comes to structure of data as they enforce common schema ¢@vebnt schema for
CDNs and relational schema for DDBs). P2P networks offer g&iratand semantic het-
erogeneity as they unify data from various sources and g@hewser to query across all

of the available data.

The existence of different components including legacy atferwise, that speak a
variety of protocols and store data in their own (sometimeppetary) formats with
little common structure or consistent metadata infornmatieeans that Data Grids contain
data that is syntactically, structurally and semantichlyerogeneous. However, where
Data Grids truly differ from other data intensive networksthis regard is the level of
interoperability required. Users within a Data Grid expechave an integrated view of
data which abstracts out the underlying complexity behisthgle interface. Through
this interface, they would require manipulating the datapglying transformations or by
conducting analysis. The results of the analysis or transition need to be viewed and
may provide feedback to conduct further operations. Thiamaghat not only should a
Data Grid provide interoperability between different pails and systems, it should also
be able to extract meaningful information from the data adiog to users' requirements.
This is different to P2P content sharing networks where #e anly queries for datasets

matching a particular criterion and downloads them.

Management Entity The management entity administers the tasks for maimtgini
the aggregation. Generally, this entity is a collectionhef stakeholders within the dis-
tribution network. While this body usually does not have coinbver individual nodes,
nevertheless, it provides services such as a common datetaty for locating content
and an authentication service for the users of the netwodk.tlte Data Grid, the con-
cept of VOs has already been discussed in the previous sedtimugh entities in a P2P
network are independent, a central entity may provide thbrgcservice as in the case
of Napster. CDNs are owned and maintained by a corporationsgrghe organisation.

Likewise, DDBs are also maintained by single organisatioes ¢hough the constituent
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databases may be independent.

Security RequirementsSecurity requirements differ depending on perspectivea |
data distribution network, security may have to be ensugaihat corruption of content
(data integrity), for safeguarding users' privacy (anoityim and for resources to verify
users' identities (authentication). P2P Networks suchrasitet are more concerned with
preserving anonymity of the users as they may be breakirag éensorship laws. A CDN
primarily has to verify data integrity as access for maraping data is granted only to the
content provider. Users have to authenticate against a RDB4rrying out queries and
transactions and data integrity has to be maintained f@roheistic operation.

Since Data Grids are multi-user environments with shareolnees, the main security
concerns are authentication of both users and resourcggranting of permissions for
speci ¢ types of services to a user (authorisation). Datal€resources are also spread
among various administrative entities and therefore, @taug security credentials of a
user also involves trusting the authority that issued tbd@ntials in the rst place. Many
VOs have adopted community-based authorization [6] whegeV/O itself provides the
credentials or certi es certain authorities as trusted sets the access rights for the user.
While these are issues within Grids in general, Data Grids a¢éed veri cation while
accessing data and need to guard against malicious operatiodata while in transit.
Also, more elaborate access controls than those curreeglioged in general Grids are

needed for safeguarding con dential data in Data Grids.

2.3 Discussion and Summary

Thus, it can be seen that though Data Grids share many ceeaséics with other types
of data intensive network computing technologies, theydiferentiated by heavy com-
putational requirements, wider heterogeneity, higheormaty of individual entities and
the presence of VOs. Most of the current Data Grid implentemta focus on scienti ¢

applications. Recent approaches have, however, exploesthttbgration of the above-
mentioned technologies within Data Grids to take advantdghe strengths that they
offer in areas such as data discovery, storage managememlada replication. This is

possible as Data Grids already encompass and build on ditechnologies. Foster and
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lamnitchi [81] discuss the convergence of P2P and Grid caimgpand contend that the
latter will be able to take advantage of the failure resistaand scalability offered by
the former which gains from the experience in managing d&and powerful resources,
complex applications and the multitude of users with défgrequirements. Ledlie et al.
[132] present a similar view and discuss the areas of agfjoegalgorithms and mainte-
nance where P2P research can be bene cial to Grids. PreGichtechnologies such as
Narada Brokering [90] have used P2P methods for deliverirggakable event-service.
Based on the detailed investigation conducted on the aottrte of Data Grids, a

taxonomy has been developed and is discussed in the nexechap
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A Taxonomy of Data Grids

The rapid emergence of Data Grids in scienti c and commérmsgdtings has led to a
variety of systems offering solutions for dealing with distited data-intensive applica-
tions. Unfortunately, this has also led to dif culty in eualting these solutions because of
the confusion in pinpointing their exact target areas. Ex@momy provided in Section
3.1 breaks down the overall research in Data Grids into apeed areas and categorizes
each of them in turn. The following section, Section 3.2 therveys some representative

projects and publications and classi es them accordingpéat@&xonomy.

3.1 Taxonomy

The properties of a Data Grid are determined by its undeglpirganization. The orga-
nizational attributes not only determine the placementlication, and propagation of
data throughout a Data Grid but also the interaction of treguwith the infrastructure.
The actual work of transferring, processing and managing idalone by the core mech-
anisms such as data transport, data replication and resougoagement. These core
mechanisms, therefore, de ne the capabilities of a Datal GAccordingly, this taxon-
omy is split into four sub-taxonomies as shown in Figure 3he rst sub-taxonomy
is from the point of view of Data Grid organization. This @dass ongoing scienti c
Data Grid efforts worldwide. The next sub-taxonomy dealghwhe transport technolo-

gies used within Data Grids. This not only covers well-knolertransfer protocols but

29
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Figure 3.1: Data Grid Elements.

also includes other means of managing data transportadi@talable, robust and intel-
ligent replication mechanism is crucial to the smooth openaof a Data Grid and the
sub-taxonomy presented next takes into account concer@sidfenvironments such as
metadata and the nature of data transfer mechanisms usedasitsub-taxonomy cate-
gorizes resource allocation and scheduling research afd lato issues such as locality
of data.

While each of the areas of data transport, replica manageaneintesource manage-
ment are independent elds of research and merit detailessingations on their own, in
this chapter, these are studied from the point of view of gexisc requirements of Data

Grid environments that have been provided in the previoapten.

3.1.1 Data Grid Organization

Figure 3.2 shows a taxonomy based on the various orgamzhiwharacteristics of Data
Grid projects. These characteristics are central to ang Baid and manifest in different
ways in different systems.

Model - The model is the manner in which data sources are organisadgsystem.
A variety of models are in place for the operation of a DatadGiihese are dependent
on: the source of data, whether single or distributed, the of data and the mode of
sharing. Four of the common models found in Data Grids are/shio Figure 3.3 and are

discussed as follows:

1. Monadic: This is the general form of a Data Grid in which all the dataathgred
at a central repository that then answers user queries avitlps the data. The
data can be from many sources such as distributed instrgraadtsensor networks

and is made available through a centralised interface ssiéhvaeb portal which
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Figure 3.2: Data Grid Organization Taxonomy.
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Figure 3.3: Possible models for organization of Data Grids.
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also veri es users and checks for authorization. This masledhown in Figure
3.3(a) and has been applied in the NEESgrid (Network fortgaidike Engineering
Simulation) project [161] in the United States.

The difference between this and other models of Data Gridrogation is that there
is only a single point for accessing the data. In contraghiwiother models, the
data can be wholly or partially accessed at different poirisre it is made available
through replication. The central repository may be repdidan this case for fault
tolerance but not for improving locality of data. Thus, th®del serves better
in scenarios where the overhead of replication is not coisgied by an increase
in ef ciency of data access such as the case wherein all aesesre local to a

particular region.

. Hierarchical: This model is used in Data Grids where there is a single sdorce

data and the data has to be distributed across collabosatioridwide. For ex-
ample, the MONARC (Models of Networked Analysis at Regional i@3) group
within CERN has proposed a tiered infrastructure model faribigtion of CMS
data [5]. This model is presented in Figure 3.3(b) and sgscrequirements for
transfer of data from CERN to various groups of physicists adahe world. The
rst level is the compute and storage farm at CERN which stdnesiata generated
from the detector. This data is then distributed to siteedeRegional Centres
(RCs), located around the world. From the RCs, the data is thesegatown-
stream to the national and institutional centres and nalhjo the physicists. A
Tier 1 (RC) or a Tier 2 (national) centre has to satisfy cert@ndwidth, storage

and computational requirements as shown in the gure.

The massive amounts of data generated in these experimetitata the need for
a robust data distribution mechanism. Also, researchgraréitipating institutions
may be interested only in subsets of the entire dataset thgthe identi ed by
guerying using metadata. One advantage of this model isntaattaining consis-

tency is much simpler as there is only one source for the data.

. Federation: The federation model [171] is presented in Figure 3.3(c)ianmteva-

lent in Data Grids created by institutions who wish to shatadh already existing
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databases. One example of a federated Data Grid is the Biolafics Research
Network (BIRN) [35] in the United States. Researchers at a @pdiing institu-
tion can request data from any one of the databases withifetleration as long
as they have the proper authentication. Each institutitaing control over its lo-
cal database. Varying degrees of integration can be prestn a federated Data
Grid. For example, Moore et al. [148] discuss about 10 dsffiertypes of feder-
ations that are possible using the Storage Resource Broker (RBBn various
con gurations. The differences are based on the degreetohamy of each site,
constraints on cross-registration of users, degree oicedjuin of data and degree

of synchronization.

4. Hybrid: Hybrid models that combine the above models are beginniegierge as
Data Grids mature and enter into production usage. These ooirof the need for
researchers to collaborate and share products of theysasaf hybrid model of a

hierarchical Data Grid with peer linkages at the edges igvahn Figure 3.3(d).

Scope -The scope of a Data Grid can vary depending on whether it isctesl to a
single domainifgtradomain or if it is a common infrastructure for various scienti cears
(interdomair). In the former case, the infrastructure is adapted to thiécpéar needs
of that domain. For example, special analysis software nmeaynbde available to the
participants of a domain-speci ¢ Data Grid. In the latteseathe infrastructure provided
will be generic.

Virtual Organizations -Data Grids are formed by VOs and therefore, the design of
VOs re ects on the social organization of the Data Grid. A V&collaborativeif it
is created by entities who have come together to share =®and collaborate on a
single goal. Here, there is an implicit agreement betweenptrticipants on the us-
age of resources. AegulatedVO may be controlled by a single organization which
lays down rules for accessing and sharing resources. étanomy-basedO, resource
providers enter into collaborations with consumers duertot pnotive and the latter
select providers based on their advertised level of seancecost. In such cases, service-
level agreements dictate the rights of each of the paritgaA reputation-based/O

may be created by inviting entities to join a collaborati@sé&d on the level of services
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that they are known to provide.

Data Sources bata sources in a Data Grid may tbansientor stable A scenario for
a transient data source is a satellite which broadcastodéatat certain times of the day.
In such cases, applications need to be aware of the shoof life data stream. As will be
revealed later, most of the current Data Grid implementatitave always-on data sources
such as mass storage systems or production databasesirty Wwith diversi cation, Data
Grids are also expected to handle transient data sources.

Management The management of a Data Grid candaonomimr managedPresent
day Data Grids require plenty of human intervention for saskich as resource mon-
itoring, user authorization and data replication. Howgvesearch is leading to auto-
nomic [20, 158] or self-organizing, self-governing syssewhose techniques may nd

applications in future Data Grids.

3.1.2 Data Transport

The data transport mechanism is one of the fundamental témdfies underlying a Data
Grid. Data transport involves not just movement of bits asreesources but also other
aspects of data access such as security, access controfaagement of data transfers.

A taxonomy for data transport mechanisms within Data Gsdshiown in Figure 3.4.

Functions - Data transport in Grids can be modelled as a three-tiertsireithat is
similar to the networking stacks such as the Open Systenthieection (OSI) reference
model. At the bottom is th&ransfer Protocothat speci es a common language for two
nodes in a network to initiate and control data transferss Tilr takes care of simple bit
movement between two hosts on a network. The most widelg-tremsport protocols
in Data Grids are FTP (File Transfer Protocol) [167] and GTig [10]. The second tier
Is an optionalOverlay Networkhat takes care of routing the data. An overlay network
provides its own semantics over the Internet protocol tsfyah particular purpose. In
P2P networks, overlays based on distributed hash tablegdpra more ef cient way of
locating and transferring les [14]. Overlay networks int2&srids provide services such
as storage in the network, caching of data transfers foebegliability and the ability for

applications to manage transfer of large datasets. Thedsptier provides application-
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Figure 3.4: Data Transport Taxonomy.

speci ¢ functions such aBile I/O. A le I/O mechanism allows an application to access
remote les as if they are locally available. This mechanigsrasents to the application
a transparent interface through APIs that hide the comigl@xid the unreliability of the
networks. A data transport mechanism can therefore perbo@rof these functions.
Security -Security is an important requirement while accessing arstierring les to
ensure proper authentication of users, le integrity and dentiality. Transport security
can be divided into three main categoriaesithenticationrandauthorizationof users and
encryptionof data transfer. Authentication can be based on efhgsword®r symmet-
ric or asymmetriqoublic keycryptographic protocols such as Kerberos [153] or X.509
[107] mechanisms respectively. In the context of data m@rdmauthorization of users
is enforced by mechanisms such as access controls on théhdata to be transferred.
Coarse-grainedauthorization methods use traditional methods such as U Ipermis-
sions to restrict the number of les or collections that aceessible to the user. However,
expansion of Data Grids to elds such as medical researdttige strict controls on the
distribution of data have led to requirements fog-grained authorization. Such require-

ments include restricting the number of accesses even tbhoased users, delegating
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read and write access rights to particular les or colleetiand exible ownership of
data [148]. Fine-grained access control methods that mamoyed to achieve these
requirements include time- and usage-limited tickets,e&saControl Lists (ACLS), Role
Based Access Control (RBAC) methods [181] and Task-Based Aatitmn Controls
(TBAC) [206]. Data encryption may be present or absent withinansfer mechanism.
The most prevalent form of data encryption is through SSlcg&=Sockets Layer) [212].

Fault Tolerance -Fault tolerance is also an important feature that is reduinea
Data Grid environment especially when transfers of larga des occur. Fault tolerance
can be subdivided into restarting over, resuming from img&tron and providing caching.
Restartingthe transfer all over again means that the data transpoithaném does not
provide any failure tolerance. However, all data in tramsuld be lost and there is a
slight overhead for setting up the connection again. Pod¢oguch as GridFTP allow for
resumingransfers from the last byte acknowledged. Overlay neta/prkvidecachingof
transfers via store-and-forward protocols. In this cdse réceiver does not have to wait
until the connections are restored. However, caching resiperformance of the overall
data transfer and the amount of data that can be cached isdbgen the storage policies
at the intermediate network points.

Transfer Mode -The last category is the transfer modes supported by the anech
nism. Block streamandcompresseanodes of data transfer have been available in tra-
ditional data transmission protocols such as FTP. Howéveas been argued that trans-
fers of large datasets such as those that are anticipatathvidata Grids are restricted
by vanilla FTP and underlying Internet protocols such asi3inassion Control Protocol
(TCP) which were initially designed for low bandwidth, higitdncy networks. As such,
these are unable to take advantage of the capabilities bof eepndwidth, optical bre
networks that are available for Data Grid environments [13herefore, several opti-
misations have been suggested for improving the perforenahdata transfers in Grid
environments by reducing latency and increasing trangkeed. Some of them are listed

below:

Parallel data transfer - is the ability to use multiple data streams over the same
channel to transfer a le. This also saturates availablelbadth in a channel while

completing transfer.
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Striped data transfer 4s the ability to use multiple data streams to simultangousl

access different blocks of a le that is partitioned amongltiple storage nodes

(also calledstriping). This distributes the access load among the nodes and also

improves bandwidth utilisation.

Auto-resizing of buffers is the ability to automatically resize sender and receiver
TCP window and buffer sizes so that the available bandwidthbsamore effec-

tively utilised.

Container operations is the ability to aggregate multiple les into one large dagt
that can be transferred or stored more ef ciently. The efroty gains come from
reducing the number of connections required to transfed#t@ and also, by reduc-

ing the initial latency.

The rstthree are protocol-speci c optimisations whileetlast one is applied to the trans-
fer mechanism. These enhancements are grouped undrrkiteansfermode. A mecha-
nism may support more than one mode and its suitability fapplication can be gauged

by the features it provides within each of the transfer modes

3.1.3 Data Replication and Storage

A Data Grid is a geographically-distributed collaboratiarwhich all members require
access to the datasets produced within the collaboratioplidagon of the datasets is
therefore a key requirement to ensure scalability of thé&abokation, reliability of data

access and to preserve bandwidth. Replication is bounddtklsize of storage available
at different sites within the Data Grid and the bandwidthaasin these sites. A replica
management system therefore ensures access to the redateeavhile managing the
underlying storage.

A replica management system, shown in Figure 3.5, condist®mage nodes which
are linked to each other via high-performance data trangpotocols. The replica man-
ager directs the creation and management of replicas a@ngora the demands of the
users and the availability of storage, and a catalog or @ting keeps track of the repli-
cas and their locations. The catalog can be queried by apiolis to discover the number

and the locations of available replicas of a particular siettaln some systems, the man-
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Figure 3.5: A Replica Management Architecture.
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ager and the catalog are merged into one entity. Client-siffeare generally consists of
a library that can be integrated into applications and a sebmmands or GUI utilities
that are built on top of the libraries. The client librarié®wa querying of the catalog to

discover datasets and to request replication of a partidal@aset.

The important elements of a replication mechanism are finerehe architecture of
the system and the strategy followed for replication. Trst gategorization of Data Grid
replication is therefore, based on these properties asoisrsin Figure 3.6. The archi-
tecture of a replication mechanism can be further subdividi® the categories shown in

Figure 3.7.

Model & Topology -The model followed by the system largely determines the way
in which the nodes are organized and the method of replicath centralizedsystem
would have one master replica which is updated and the up@datepropagated to the
other nodes. Adecentralizedor peer-to-peer mechanism would have many copies, all
of which need to be synchronized with each other. Nodes uadeplica management
system can be organised in a variety of topologies which @grbuped chie y into
three: Hierarchy, Flat and Hybrid. Hierarchical topologies have tree-like structure in

which updates propagate through de nite paths. Flat togie are found within P2P
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systems and progression of updates is entirely dependetfiecarrangements between
the peers. These can be both structured and unstructuretiridiippologies can be
achieved in situations such as a hierarchy with peer commmecat different levels as has

been discussed by Lamehamedi et al. [129].

Storage Integration The relation of replication to storage is very important deter-
mines the scalability, robustness, adaptability and appllity of the replication mech-
anism. Tightly-coupledreplication mechanisms that exert ne-grained controlrave
replication process are tied to the storage architecturetooh they are implemented.
The replication system controls the lesystem and I/O medra of the local disk. The
replication is conducted at the level of processes and éndftggered by a read or write
request to a le at a remote location by a program. Such systerore or less try to
behave as a distributed le system such as NFS (Network Rite®n) as they aim to

provide transparent access to remote les to applicatigxis.example of such a mech-
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anism is Gfarm [199]Intermediately-coupledeplication systems exert control over the
replication mechanism but not over the storage resourdes. l&systems are hosted on
diverse storage architectures and are controlled by tlespective systems. However,
the replication is still initiated and managed by the medranand therefore it interacts
with the storage system at a very low-level. Such mechanigonk at the level of indi-
vidual applications and data transfer is handled by theegysWhile replication can be
conducted transparent to users and applications, it ispassible for the latter to direct
the mechanism, and thereby, control the replication pocEgample of such a system
is the SRB.Loosely-coupledeplication mechanisms are superimposed over the existing
lesystems and storage systems. The mechanism exerts rimtorer the lesystem.
Replication is initiated and managed by applications andsusguch mechanisms inter-
act with the storage systems through standard le transfetopols and at a high level.

The architecture is capable of complete heterogeneity.

Transfer Protocols -The data transport protocols used within replica managemen
systems is also a differentiating characterist@pen protocoldor data movement such
as GridFTP allow clients to transfer data independent ofépéca management system.
The replicated data is accessible outside of the replicaagement system. Systems
that follow closedor unpublished protocols restrict access to the replicabdw client
libraries. Tightly-coupled replication systems are mostbsed in terms of data transfer.
RLS (Replica Location Service) [55] and GDMP (Grid Data Mimgy Pilot) [180] use
GridFTP as their primary transport mechanism. But the igesio having open protocols
Is that the user or the application must take care of upddtiageplica locations in the

catalog if they transfer data without involving the reptioa management system.

Metadata -t is dif cult, if not impossible, for users to identify padular datasets out
of hundreds and thousands that may be present in a largabutiet, collection. From
this perspective, having proper metadata about the reptiadata aids users in querying
for datasets based on attributes that are more familiaremthMetadata can have two
types of attributes: one isystem-dependentetadata, which consists of le attributes
such as creation date, size on disk, physical location@)larthecksum and the other is
user-de nedattributes which consist of properties that depend on tipexent or VO

that the user is associated with. For example in a High-BnBtysics experiment, the
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metadata could describe attributes such as experimentrdate of production (simula-
tion or experimental) and event type. The metadata cacteelyupdated by the replica
management system or else updgiadsivelyby the users when they create new replicas,

modify existing ones or add a new le to the catalog.

Replica Update Propagationithin a Data Grid, data is generally updated at one site
and the updates are then propagated to the rest of its replités can be isynchronous
or inasynchronousodes. While synchronous updating is followed in databatsissjot
practiced in Data Grids because of the expensive wide-aokanlg protocols and the fre-
guent movement of massive data required. Asynchronougingdzan be epidemic [103],
that is, the primary copy is changed and the updates are gatgzto all the other repli-
cas or it can be on-demand as in Grid Data Mirroring Pilot (GB)NL89] wherein replica
sites subscribe to update noti cations at the primary sité decide themselves when to

update their copies.

Catalog Organization A replica catalog can be distinguished on the basis of its or-
ganization. The catalog can be organized &ga@as in the case of LDAP (Lightweight
Directory Access Protocol) based catalogs such as the &lRebplica Catalog [7]. The
data can be catalogued on the basidafument hashess has been seen in P2P networks.

However, SRB and others follow the approach of storing thalogtwithin adatabase

Replication strategies determine when and where to creajgiaa of the data. These
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strategies are guided by factors such as demand for dategmketonditions and cost of

transfer. The replication strategies can be categorizeti@sn in Figure 3.8.

Method -The rst classi cation is based on whether the strategiessiatic or dy-
namic Dynamic strategies adapt to changes in demand and barndandtstorage avail-
ability but induce overhead due to larger number of openatithat they undertake as
these are run at regular intervals or in response to evemtegmple, increase in de-
mand for a particular le). Dynamic strategies are able tooreer from failures such as
network partitioning. However, frequent transfers of masslatasets that result due to
such strategies can lead to strain on the network resourbese may be little gain from
using dynamic strategies if the resource conditions arly/fstiable in a Data Grid over a
long time. Therefore, in such cases, static strategiespuieed for replication.

Granularity - The second classi cation relates to the level of subdivisid data that
the strategy works with. Replication strategies that de#h wiultiple les at the same
time work at the granularity oflatasets The next level of granularity is individuales
while there are some strategies that deal with smaller sidboins of les such as objects

or fragments

Objective Function The third classi cation deals with the objective functiohtbhe
replication strategy. Possible objectives of a replicastrategy are to maximise the-
cality or move data to the point of computation, to explmitpularity by replicating the
most requested datasets, to minimize tipelate cost®r to maximize someconomic
objective such as pro ts gained by a particular site for st particular dataset versus
the expense of leasing the dataset from some other Bieservationdriven strategies
provide protection of data even in the case of failures sotparuption or obsolescence
of underlying storage media or software errors. Anothesjids objective function for a
replication strategy is to ensure effectmablicationby propagating new les to interested

clients.

3.1.4 Resource Allocation and Scheduling

The requirements for large datasets and the presence oplauéplicas of these datasets

scattered at geographically-distributed locations makégduling of data-intensive jobs
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different from that of computational jobs. Schedulers haviake into account the band-
width availability and the latency of transfer between a patational node to which a job
is going to be submitted and the storage resource(s) frormhwthe data required is to be
retrieved. Therefore, the scheduler needs to be aware akatigas close to the point of
computation and if the replication is coupled to the schiedulthen create a new copy
of the data. A taxonomy for scheduling of data-intensiveliappons is shown in Figure

3.9. The categories are explained as follows:

Application Model -Scheduling strategies can be classi ed by the applicatiodeh
that they are targeted towards. Application models are eé im the manner in which
the application is composed or distributed for schedulivgy &rid resources. These can
range from ne-grained levels such as processes to coargelsisuch as individual tasks
to sets of tasks such as work ows. Here, a task is considese¢kdeasmallest independent
unit of computation. Each level has its own scheduling nesqaents.Process-oriented
applications are those in which the data is manipulatedeaptbcess level. Examples of
such applications are MPI (Message Passing Interfaceygmgthat execute over global
Grids [82]. Independent tasksaving different objectives are scheduled individuallg an

it is ensured that each of them get their required share @iuress. ABag-of-Tasks
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(BoT) application consists of a set of independent tasks all otlwinust be executed
successfully subject to certain common constraints sualdasdline for the entire appli-
cation. Such applications arise in parameter studies [Hreih a set of tasks is created
by running the same program on different inputs. In conteasrk ow is a sequence of

tasks in which each task is dependent on the results of itkepessor(s). The products
of the preceding tasks may be large datasets themselvesx@orple, a simple two-step
work ow could be a data-intensive simulation task and trektfor analysis of the results
of simulation). Therefore, scheduling of individual tasksa work ow requires careful

analysis of the dependencies and the results to reduce thedif data transfer.

Scope -Scope relates to the extent of application of the schedwdiregegy within

a Data Grid. If the scope imdividual, then the scheduling strategy is concerned only
with meeting the objectives from a user's perspective. Inudtiraser environment there-
fore, each scheduler would have its own independent viewefésources that it wants
to utilise. A scheduler is aware of uctuations in resoureikability caused by other
schedulers submitting their jobs to common resources astrives to schedule jobs on
the least-loaded resources that can meet its objectiveth thé advent of VOs, efforts
have moved towardsommunity-basedcheduling in which schedulers follow policies
that are set at the VO level and enforced at the resourcetlealgh service level agree-

ments and allocation quotas [73, 214].

Data Replication -The next classi cation relates to whether job schedulingpispled
to data replication or not. Assume a job is scheduled to beut®d at a particular com-
pute node. When job scheduling is coupled to replication Aedlata has to be fetched
from remote storage, the scheduler creates a copy of theatltita point of computation
so that future requests for the same le that come from thght®murhood of the com-
pute node can be satis ed more quickly. Not only that, in tbaufe, any job dealing
with that particular data will be scheduled at that compudenif available. However,
one requirement for a compute node is to have enough stovagjere all the copies of
data. While storage management schemes such as LRU (LeasitiRétsed) and FIFO
(First In First Out) can be used to manage the copies, thetsgieof compute nodes is
prejudiced by this requirement. There is a possibility fvatmising computational re-

sources may be disregarded due to lack of storage space, tAésprocess of creation
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of the replica and registering it into a catalog adds furtharheads to job execution.
In a decoupled scheduler, the job is scheduled to a suitainigpgtational resource and a
suitable replica location is identi ed to request the daquired. The storage requirement
is transient, that is, disk space is required only for theation of execution. A compari-
son of decoupled against coupled strategies by Ranganatkaroster [173] has shown
that decoupled strategies promise increased performarnteealuce the complexity of

designing algorithms for Data Grid environments.

Utility function - A job scheduling algorithm tries to minimize or maximize som
form of a utility function. The utility function can vary depding on the requirements
of the users and architecture of the distributed systemth®atlgorithm is targeted at.
Traditionally, scheduling algorithms have aimed at redgat the total time required for
computing all the jobs in a set, also calledntekespanLoad balancingalgorithms try
to distribute load among the machines so that no machinghisradle or overburdened.
Scheduling algorithms with economic objectives try to maixe the users' economic
utility usually expressed as someo t function that takes into account economic costs of
executing the jobs on the Data Grid. Another possible olvecs to meet th&uality-of-
Service (QoShequirements speci ed by the user. QoS requirements thabeapeci ed
include minimising the cost of computation, meeting a die&dlmeeting strict security

requirements and/or meeting speci c resource requiresigra.

Locality - Exploiting the locality of data has been a tried and testetirtigue for
scheduling and load-balancing in parallel programs [1@2, 166] and in query process-
ing in databases [184, 191]. Similarly, data grid schedpéilyorithms can be categorized
as whether they exploit thgpatial or temporallocality of the data requests. Spatial lo-
cality is locating a job in such a way that all the data reqliie the job is available on
data hosts that are located close to the point of computafiemporal locality exploits
the fact that if data required for a job is close to a compu@ensubsequent jobs which
require the same data are scheduled to the same node. Spatldy can also be termed
as “moving computation to data” and temporal locality carcaked as “moving data to
computation”. It can be easily seen that schedulers whicipleodata replication to job

scheduling exploit the temporal locality of data requests.
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3.2 Mapping of Taxonomy to Various Data Grid Systems

This section classi es various Data Grid research projectsording to the taxonomies
developed in Section 3.1. While the list of example systenmotsexhaustive, it is rep-
resentative of the classes that have been discussed. Tjeetprim each category have
been chosen based on several factors such as broad coveequgication areas, project
support for one or more applications, scope and visibilasge-scale problem focus and

ready availability of documents from project web pages ahdrosources.

3.2.1 Data Grid Projects

This space studies and analyses the various Data Grid [sadjet have been developed
for various application domains around the world. While mahyhese projects cover

aspects of Data Grid research such as middleware develapashranced networking

and storage management, however, here the focus is onlyose frojects which are

involved in setting up infrastructure. A list of these prdgand a brief summary about
each of them is provided in Table 3.1. These are also clagsiceording to the taxonomy

provided in Figure 3.2.

Some of the scienti ¢ domains that are making use of Data $&aie as follows:

High Energy Physics (HEP) The computational and storage requirements for HEP ex-
periments have already been covered in previous literfddie Other than the four
experiments at the LHC already mentioned, the Belle expetirmaeKEK, Japan,
the BaBar experiment at the Stanford Linear Accelerator C&feAC) and the
CDF and DO experiments at Fermi National Laboratory, US ae atlopting Data
Grid technologies for their computing infrastructure. féhéave been numerous
Grid projects around the world that are setting up the imfuasure for physicists to
process data from HEP experiments. Some of these are the LHp@mg Grid
(LCG) led by CERN, the Particle Physics Data Grid (PPDG) and Bhigsics Net-
work (GriPhyN) in the United States, GridPP in the UK and Béllelysis Data
Grid (BADG) in Australia. These projects have common feagusuch as a tiered
model for distributing the data, shared facilities for cartipg and storage and per-

sonnel dedicated towards managing the infrastructure.eSafrthem are entering
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Table 3.1: Data Grid Projects around the world.

Name Domain Grid Type Remarks Country /
Region
LCG [136] High Energy | Hierarchical model, To create and maintain aGlobal
Physics Intradomain, Collabora; data movement and analy-
tive VO, Stable Sources, sis infrastructure for LHC
Managed users.
EGEE [76] High En- | Hierarchical model, To create a seamless com-Global
ergy  Physics, Interdomain, Collaborat mon Grid infrastructure tq
Biomedical tive VO, Stable Sources, support scienti ¢ research,
Sciences Managed

BIRN [35] Bio-Informatics | Federated model, Intra- To foster collaboration United
domain, Collaborative in biomedical science States
VO, Stable Sources, through sharing of data.
Managed

NEESgrid Earthquake En{ Monadic model, Intra- To enable scientists to United

[161] gineering domain, Collaborative carry out experiments in States
VO, Transient Sources, distributed locations and
Managed analyse data through a uni-

form interface.
GriPhyn [22] High Energy | Hierarchical model,| To create an infrastructure United
Physics Intradomain, Collabora; integrating computational States
tive VO, Stable Sources, and storage facilities for
Managed high energy physics exper-
iments.

Grid3 [94] Physics, Biology| Hierarchical model,| To provide a uniform, scal; United
Interdomain, Collaborat able and managed grid ir- States
tive VO, Stable Sources, frastructure for science ap-
Managed plications

BioGrid, Japan | Protein Simula-| Federated model, Intra- Grid infrastructure for| Japan

[34] tion, Brain Ac- | domain, Collaborative medical and biological

tivity Analysis VO, Stable Sources, research.
Managed

Virtual Astronomy Federated model, Intra- Infrastructure for access- Global

Observatories domain, Collaborativg ing diverse astronomy

[196] VO, Stable Sources, observation and simur
Managed lation archives through

integrated mechanisms.

Earth System | Climate Mod-| Federated model, Intra- Integrating computational United

Grid [9] elling domain, Collaborative and analysis resources forStates
VO, Stable Sources, next generation climate re-
Managed search.

GridPP [108] High Energy | Hierarchical model,| Grid infrastructure for Par; United

Physics Intradomain, Collabora; ticle Physics in the UK. Kingdom
tive VO, Stable Sources,
Managed

eDiaMoND Breast Cancer Federated model, Intra- To provide medical pro{ United

[37] Treatment domain, Collaborative fessionals and researcheringdom
VO, Stable Sources, access to distributed
Managed databases of mammogram

images.

Belle Analysis | High Energy | Hierarchical model,| Grid infrastructure for| Australia

Data Grid [216] | Physics Intradomain, Collaborat Australian physicistg
tive VO, Stable Sources, involved in the Belle and
Managed ATLAS experiments.
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or are being tested for production usage.

Astronomy The community of astrophysicists around the globe arenggtip Virtual

Observatories for accessing the data archives that hasrgdthy telescopes and in-
struments around the world. These include the National®i®bservatory (NVO)
in the US, Australian Virtual Observatory, Astrophysicait\al Observatory in Eu-
rope and AstroGrid in the UK [197]. The International Virt@bservatory Alliance
(IVOA) is coordinating these efforts around the world fosaring interoperability.
Commonly, these projects provide uniform access to datasiep@s along with
access to software libraries and tools that may be requiradalyse the data. Other
services that are provided include access to high-perfocenaomputing facilities
and visualization through desktop tools such as web br@vs@ther astronomy
grid projects include those being constructed for the LIG@ser Interferometer
Gravitational-wave Observatory) [130] and SDSS (SloantBi§ky Survey) [187]

projects.

Biolnformatics The increasing importance of realistic modeling and sitnhaof bio-

logical processes coupled with the need for accessingrexidatabases has led to
Data Grid solutions being adopted by bioinformatics redeens worldwide. These
projects involve federating existing databases and pmogidommon data formats
for the information exchange. Examples of these projecsBanGrid project in
Japan for online brain activity analysis and protein fofdsimulation, the eDia-
MoND project in the UK for breast cancer treatment and the iBarimatics Re-
search Network (BIRN) for imaging of neurological disordesgg data from fed-

erated databases.

Earth SciencesResearchers in disciplines such as earthquake engineerthglianate

modeling and simulation are adopting Grids to solve theingotational and data
requirements. NEESgrid is a project to link earthquakeaeteers with high per-
formance computing and sensor equipment so that they cdabochte on de-
signing and performing experiments. Earth Systems Gridsdorintegrate high-
performance computational and data resources to studyethbyies of data result-

ing from climate modelling and simulation.
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Table 3.2: Comparison between various data transport témties.

Project Function Security Fault Transfer
Toler- Mode
ance

GASS File 1/0 PKI, Unencrypted, Caching | Block,

Coarse-grained Stream
append

IBP Overlay Password, Unen: Caching | Block

Mechanism | crypted, Coarser
grained
FTP Transfer Password, Unen- Restart | All
Protocol crypted, Coarset
grained
SFTP Transfer PKI, SSL, Coarse; Restart | All
Protocol grained
GridFTP Transfer PKI, SSL, Coarse: Resume | All
Protocol grained
Kangaroo Overlay PKI, Unencrypted, Caching | Block
Mechanism | Coarse-grained
Legion File /0 PKI, Unencrypted, Caching | Block
Coarse-grained
SRB File /O PKIl, SSL, Fine-| Restart | Block,
grained Stream, Bulk
transfer

3.2.2 Data Transport Technologies

Within this subsection, various projects involved in dasasport over Grids are discussed
and classi ed according to the taxonomy provided in Sect®d.2. The data transport
technologies studied here range from protocols such as &0Rerlay methods such as
Internet Backplane Protocol to le I/O mechanisms. Each tedbgy has unique prop-
erties and is representative of the categories in whichptased. A summary of these

technologies and their categorization is provided in T&kke

GASS

Global Access to Secondary Storage (GASS) [33] is a datassacoechanism provided
within the Globus toolkit for reading local data at remotecimaes and for writing data

to remote storage and moving it to a local disk. The goal of GASto provide a uni-
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form remote I/O interface to applications running at remetsources while keeping the
functionality demands on both the resources and the apiplnsalimited.

GASS conducts its operations via a le cache which is an arethe secondary stor-
age where the remote les are stored. When a remote le is retgaeby an application
for reading, GASS by default fetches the entire le into tlaelse from where it is opened
for reading as in a conventional le access. It is retainethimcache as long as applica-
tions are accessing it. While writing to a remote le, the k& d¢reated or opened within
the cache where GASS keeps track of all the applicationggrio it via reference count.
When the reference count is zero, the le is transferred to¢hgote machine. Therefore,
all operations on the remote le are conducted locally incdaehe, which reduces demand
on bandwidth. A large le can bprestagednto the cache, that is, fetched before an ap-
plication requests it for reading. Similarly, a le can bansferred out vigoststaging
GASS operations also allow access to permitted disk arées ttan the le cache and
are available through an API and also through Globus comma@RSS is integrated
with the Globus Resource Access and Monitoring (GRAM) seri6eé and is used for
staging executables, staging in les and retrieving thadsad output and error streams
of the jobs.

GASS provides a limited ability for data transfer betweenoée nodes. As it prefetches
the entire le into the cache, it is not suitable as a trangfechanism for large data les
(of GigaByte upwards) as the required cache capacity mighieavailable. Also, it does
not provide features such as le striping, third-party sger, TCP tuning, etc. provided by
protocols such as GridFTP. However, because of its liglgitdunctionality, it is suitable

for applications where the overhead of setting up a GridFdihection dominates.

IBP

Internet Backplane Protocol (IBP) [27, 164] allows applicas to optimize data transfer
and storage operations by controlling data transfer elgliby storing the data at in-
termediate locations. IBP uses a “store-and-forward” maltto move data around the
network. Each of the IBP nodes has a temporary buffer into hvtiata can be stored for
a xed amount of time. Applications can manipulate thesddrsfso that data is moved

to locations close to where it is required.
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IBP is modelled after the Internet Protocol. The data is heahdl units of xed-size
byte arrays which are analogous to IP datagrams or netwakepa Just as IP datagrams
are independent of the data link layer, byte arrays are ieggnt of the underlying stor-
age nodes. This means that applications can move data avathalit worrying about
managing storage on the individual nodes. IBP also providglstzal addressing space
that is based on global IP addressing. Thus, any client mvahi IBP network can make

use of any IBP node.

IBP can also be thought of as a virtualisation layer or as agasackayer built on top
of storage resources. IBP provides access to heterogenteoagesresources through a
global addressing space in terms of xed block sizes thusinga&ccess to data indepen-
dent of the storage method and media. The storage buffergroanto any size, and thus

the byte arrays can also be thought of as les which live omisisvork.

IBP also provides a client APl and libraries that provide setica similar to UNIX
system calls. A client connects to an IBP “depot”, or a seraad requests storage al-
location. In return, the server provides it threggoabilities for reading from, writing to
and managing the allocation. Capabilities are cryptogragilyi secure byte strings which
are generated by the server. Subsequent calls from the oliest make use of the same
capabilities to perform the operations. Thus, capalsliieovide a notion of security as a
client can only manipulate its own data. Capabilities candob@nged between clients as
they are text. Higher-order aggregation of byte arrays ssitxde through exNodes which
are similar to UNIX inodes. exNodes allow uploading, repling and managing of les

on a network with an IBP layer above the networking layer [165]

Beyond the use of capabilities, IBP does not have an addredsamem that keeps
track of every replica generated. There is no directoryiserthat keeps track of ev-
ery replica and no information service that can return the #8Bress of a replica once
queried. Though exNodes store metadata, IBP itself doesrovide a metadata search-
ing service. Therefore, IBP is a low-level storage solutioat functions just above the

networking layer.
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FTP

FTP (File Transfer Protocol) [167] is one of the fundameptatocols for data movement
in the Internet. FTP is therefore ubiquitous and every dpegaystem ships with an FTP

client.

FTP separates the process of data transfer into two chatimelsontrol channel used
for sending commands and replies between a client and arsamdethe data channel
through which the actual transfer takes place. The FTP cardmset up the data connec-
tion by specifying the parameters such as data port, modamsfer, data representation
and structure. Once the connection is set up the server tigaias the data transfer
between itself and the client. The separation of control @aid channels also allows
third-party transfers to take place. A client can open twotic channels to two servers
and direct them to start a data transfer between themselysss$sing the client. Data
can be transferred in three modes: stream, block and coegatesn the stream mode,
data is transmitted as is and it is the responsibility of #wedéng host to notify the end
of stream. In the block mode, data is transferred as a sdrldeaks preceded by header
bytes. In the compressed mode, a preceding byte denotesithigen of replications of

the following byte and ller bytes are represented by a sngyjte.

Error recovery and restart within FTP does not cover coedplata but takes care of
data lost due to loss of network or a host or of the FTP prodssH.i This requires the
sending host to insert markers at regular intervals withendata stream. A transmission
Is restarted from the last marker sent by the sender beferprétvious transfer crashed.
However, restart is not available within the stream transfede. Security within FTP
is very minimal and limited to the control channel. The usene and password are
transmitted as clear text and there is no facility for entingpdata while in transit within

the protocol. This limits the use of FTP for con dential teders.

Numerous extensions to FTP have been proposed to offsamitstions. RFCs
2228 [105] and 2389 [100] propose security and featuresisiias to FTP respectively.
However, these are not implemented by popular FTP servelsasiwu-ftpd. SSH File
Transfer Protocol (SFTP) [93] is a secure le transfer pooldhat uses the Secure Shell
(SSH) Protocol for both authentication and data channelyption. SFTP is designed to
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be both a transfer protocol and a remote le system accedsqob However, it does not
support features required for high-performance data teassich as parallel and striped

data transfer, resuming interrupted transmissions onguof TCP parameters.

GridFTP

GridFTP [8, 10] extends the default FTP protocol by providieatures that are required
in a Data Grid environment. The aim of GridFTP is to providewe, ef cient, and
reliable data transfer in Grid environments.

GridFTP extends the FTP protocol by allowing GSI and Kerbdrased authentica-
tion. GridFTP provides mechanisms for parallel and strigath transfers and supports
partial le transfer that is, the ability to access only pafta le. It allows changing the
sizes of the TCP buffers and congestion windows to improvestea performance. Trans-
fer of massive data-sets is prone to failures as the netwagkaxhibit transient behaviour
over long periods of time. GridFTP sends restart markergatithg a byte range that has
been successfully written by the receiver every 5 seconelstbe control channel. In case
of a failure, transmission is resumed from the point incidaby the last restart marker
received by the sender.

GridFTP provides these features by extending the basic Fot®qol through new
commands, features and a new transfer mode. The Stripeidé{&3\S) command is an
extension to the FTP PASV command wherein the server preadist of ports to connect
to rather than just a single port. This allows for multipl&nections to download the same

le or for receiving multiple les in parallel. The ExtendeRetrieve (ERET) command
supports partial le transfer among other things. The Sef&USBUF) and AutoNegoti-
ate Buffer (ABUF) extensions allow the resizing of TCP buffensboth client and server
sides. The Data Channel Authentication (DCAU) extension ides/for encrypting of
data channels for con dential le transfer. DCAU is used omifen the control channel
is authenticated through RFC 2228 [105] mechanisms. Pbaaltestriped data transfers
are realised through a new transfer mode called the extdndekd mode (mode E). The
sender noti es the receiver of the number of data streamsmguhe End of Data (EOD)
and End of Data Count (EODC) codes. The EODC code signi es homyre®D codes

should be received to consider a transfer closed. An additiprotocol is therefore re-
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quired from the sender side to ensure that the receiverrabtiaé data correctly. GridFTP
implements RFC 2389 [100] for negotiation of feature setsvbenh the client and the
server. Therefore, the sender rst requests the featuigsosted by the receiver and then
sets connection parameters accordingly. GridFTP alsoastgppestart for stream mode
transfers which is not provided in the vanilla FTP protocol.

The only public implementation for the GridFTP server-spietocols is provided
in the Globus Toolkit [83]. The Globus GridFTP server is a mex wu-ftpd server
that supports most of GridFTP's features except for strigath transfer and automatic
TCP buffer size negotiation. The Globus Toolkit providesdiiles and APIs for clients
to connect to GridFTP servers. A command-line tapbbus-url-copy developed using
these libraries, functions as a GridFTP client. Anothemgplas of a GridFTP clients is
the UberFTP [152] client from NCSA.

Evaluation of GridFTP protocols alongside FTP has showhubkeng the additional
features of GridFTP increases performance of data trap@égrParticularly, the usage of
parallel threads dramatically improves the transfer seed both loaded and unloaded
networks. Also, parallel transfers saturate the bandwiitis improving the link utilisa-

tion.

Kangaroo

Kangaroo [202] is an end-to-end data movement protocoldhmas to improve the re-
sponsiveness and reliability of large data transfers withe Grid. The main idea in
Kangaroo is to conduct the data transfer as a backgroun@égs@o that failures due to
server crashes and network partitions are handled tragrsihaby the process instead of
the application having to deal with them.

Kangaroo uses memory and disk storage as buffers to whiehiglatritten to by the
application and moved out by a background process. Theféraotdata is performed
concurrently with CPU bursts thereby improving utilizatiohhe transfer is conducted
throughhops or stages where an intermediate server is introduced ket client and
the remote storage from which the data is to be read or writi2ata received by the
intermediate stage is spooled into the disk from where ib@ed to the next stage by a

background process called thver This means that a client application writing data to
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a remote storage is isolated from the effects of a networhooa slow-down as long as it
can keep writing to the disk spool. However, it is also pdsditr a client to write data to
the destination server directly over a TCP connection ugirdgdangaroo primitives.

Kangaroo services are provided through an interface whgilaments four simple
le semantics:get (non-blocking read)put (non-blocking write)commit (block until
writes have been delivered to the next stage) pueh (block until all writes are deliv-
ered to the nal destination). However, this only providesak consistency since it is
envisioned for grid applications in which data ow is prinigrin one direction. As can
be seen, Kangaroo is an output-oriented protocol whichgmilyndeals with reliability of
data transfer between a client and a server.

The design of Kangaroo is similar to that of IBP even thouglir thiens are different.
Both of them use store-and-forward method as a means of vemgpdata. However,
while IBP allows applications to explicitly control data nesaent through a network,
Kangaroo aims to keep the data transfer hidden through thgeusf background pro-
cesses. Also, IBP uses byte arrays whereas Kangaroo usesfalodt @ CP/IP datagrams

for data transmission.

Legion I/O model

Legion [54] is a object-oriented grid middleware for prawigl a single system image
across a collection of distributed resources. The I/O meishawithin Legion [215] aims
to provide transparent access to les stored on distribuesdurces through APIs and
daemons that can be used by native and legacy applicatides al

Resources within the Legion system are represented by sbj&asicFileObjects
correspond to les in a conventional le system while Con@kjects correspond to di-
rectories. However, these are separated from the actualydeem. A data le is copied
to a BasicFileObject to be registered within the context spafcLegion. The context
space provides location-independent identi ers whichlmrend to human-readable con-
text names. This presents a single address space and hjefesm which users can
request les without worrying about their location. Alsdyet representation of Basic-
FileObject is system-independent, and therefore providiesoperability between het-

erogeneous systems.
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Access to a Legion le object is provided through various mea Command-line
utilities provide a familiar interface to the Legion contepace. Application developers
can use APIs which closely mimic C and C++ le primitives andiXJsystem calls. For
legacy codes, a buffering interface is provided throughcWhdpplications can operate
on local les copied from the Legion objects and the changescapied back. Another
method is to use a modi ed NFS daemon that translates cliequest to appropriate
Legion invocations.

Security for le transfer is provided through means of X.50®xies which are del-
egated to the le access mechanisms [79]. Data itself is notygted while in transit.
Caching and prefetching is implemented for increasing perdmce and to ensure relia-

bility.

SRB /0

The Storage Resource Broker (SRB) [26] developed at the San [Siegercomputing
Centre (SDSC) focuses on providing a uniform and transpanégiface to heterogenous
storage systems that include disks, tape archives andatssbA study of SRB as a repli-
cation mechanism is provided in the following section, hesvethis description focuses
on the data transport mechanism within SRB.

Data transport within SRB provides features such as pamddite transfers for per-
forming bulk data transfer operations across geograghidatributed sites. If parallel
transfer is requested by a client, the SRB server creates herurhparallel streams de-
pending on bandwidth availability and speed of the storagdiom. SRB also allows
streaming data transfer and supports bulk ingest opesatiomhich multiple les are
sent using multiple streams to a storage resource. SRB |/Qraasfer multiple les
as containers and can stage les from tape or archival stotaglisk storage for faster
access.

SRB provides for strong security mechanisms supported bygraéned access con-
trols on data. Access security is provided through credensiuch as passwords or public
key and private key pair which can be stored within MCAT itsé&bntrolled authoriza-
tion for read access is provided through tickets issued bysugho have control privileges

on data. Tickets are time-limited or use-limited. Users a0 control access privileges
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Table 3.3: Comparison between various data replication aresms.

Project | Model Topology | Storage | Data Meta- Update Catalog
Integra- | Trans- | data
tion port
Gfarm | Centralised | Hierarchy| Tightly- | Closed | System, | Async., DBMS
coupled Active epidemic
RLS Centralised | Hierarchy| Loosely- | Open User- Async., DBMS
coupled de ned, | on-
Passive | demand
GDMP | Centralised | Hierarchy| Loosely- | Open User- Async., DBMS
coupled de ned, | on-
Passive | demand
SRB Decentral- | Flat Intermed-| Closed | User- Async., DBMS
ised iate de ned, | on-
Passive | demand

along a collection hierarchy.

SRB also provides support for remote procedures. These aratams which can be
performed on the data within SRB without having to move it. Renpwocedures include
execution of SQL queries, ltering of data and metadataaotion. This also provides for
an additional level of access control as users can spedaifgioalatasets or collections to

be accessible only through remote procedures.

3.2.3 Data Replication and Storage

In this subsection, four of the data replication mechanissedd within Data Grids are
studied in depth and classi ed according to the taxonomeggin Section 3.1.3. These
were chosen not only because of their wide usage but alsaubecd the wide variations
in design and implementation represented by them. A sumisagjven in Table 3.3.

Table 3.4 encapsulates the differences between the vagplisation mechanisms on the
basis of the replication strategies that they follow. Sorfnae replication strategies have

been only simulated and therefore, these are explainedapaate subsection.
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Grid DataFarm

Grid Datafarm (Gfarm) [199] is an architecture that cougtsage, 1/0 bandwidth and

processing to provide scalable computing to process pttaljlyB) of data. The architec-
ture consists of nodes that have a large disk space (in tlee oftkerabytes (TB)) coupled

with computing power. These nodes are connected via a higgdsipterconnect such as
Myrinet or Fast Ethernet. Gfarm consists of the Gfarm ldsys, process scheduler and
the parallel I/0 APIs.

The Gfarm lesystem is a parallel lesystem that uni es thie addressing space over
all the nodes. It provides scalable I/O bandwidth by integgaprocess scheduling with
data distribution. A Gfarm le is a large le that is storedrtbughout the lesystem on
multiple disks as fragments. Each fragment has arbitramgtfeand can be stored on
any node. Individual fragments can be replicated and thkcespare managed through
Gfarm metadata. Individual fragments may be replicatedthadeplicas are managed
through the lesystem metadata and replica catalog. Mesagaupdated at the end of
each operation on a le. A Gfarm le is write-once, that isafle is modi ed and saved,

then internally it is versioned and a new le is created.

Gfarm targets data-intensive applications in which theesprogram is executed over
different data les and where the primary task is of readirigrge body of data. The data
is split up and stored as fragments on the nodes. While exgcatprogram, the process
scheduler dispatches it to the node that has the segmentieothdd the program wants to
access. If the nodes that contain the data and its replieasmaler heavy CPU load, then
the lesystem creates a replica of the requested fragmeanother node and assigns the
process to it. In this way, 1/0 bandwidth is gained by exphgjtthe access locality of
data. This process can also be controlled through the Gfdpis.Alt is also possible to

access the le using a local buffer cache instead of repboat

On the whole, Gfarm is a system that is tuned for high-spe¢al a@ecess within a
tightly-coupled yet large-scale architecture such astetgsconsisting of hundreds of
nodes. It requires high-speed interconnects between thessrsw that bandwidth-intensive
tasks such as replication do not cause performance hits iF@vident through exper-

iments carried out over clusters and wide-area testbedy 208]. The scheduling in
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Gfarm is at the process level and applications have to us@®iehough a system call
trapping library is provided for inter-operating with leyaapplications. Gfarm targets
applications such as High Energy Physics where the datarise“@nce read-many”. For
applications where the data is constantly updated, therel t@ problems with managing
the consistency of the replicas and the metadata though@mipg version aims to x
them [201].

RLS

Giggle (GlGa-scale Global Location Engine) [55] is an amttural framework for a
Replica Location Service (RLS) that maintains informatioowlphysical locations of
copies of data. The main components of RLS are the Local Repatalog (LRC) which

maps the logical representation to the physical locatiomsthe Replica Location Index
(RLI) which indexes the catalog itself.

The actual data is represented bggical le name (LFN)and contain some informa-
tion such as the size of the le, its creation date and anyrashheh metadata that might
help users to identify the les that they seek. A logical leafia mapping to the actual
physical location(s) of the data le and its replicas, if afijne physical location is iden-
ti ed by a uniquephysical le name (PFNwhich is a URL (Uniform Resource Locator)
to the data le on storage. Therefore, a LRC provides the PRXesponding to an LFN.
The LRC also supports authenticated queries that is, infitomabout the data is not
available in the absence of proper credentials.

A data le may be replicated across several geographicalaamdinistrative bound-
aries and information about its replicas may be presentuaraéreplica catalogs. An
RLI creates an index of replica catalogs as a set of logicahdenes and a pointer to a
replica catalog entries. Therefore, it is possible to desegeral con gurations of replica
indexes, for example a hierarchical con guration or a calntingle-indexed con gura-
tion or a partitioned index con guration. Some of the po&siton gurations are listed
by Chervenak et al. [55]. The information within an RLI is pelically updated using
soft-state mechanisms similar to those used in Globus MD&{tdring and Discovery
System). In fact, the structure of the replica catalog isegsimilar to that of MDS [65].

RLS is aimed at replicating data that is “write once read madta from scienti c
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instruments that needs to be distributed around the wofla|ssinto this category. This
data is seldom updated and therefore, strict consistenoggement is not required. Soft-
state management is enough for such applications. RLS isaadsandalone replication
service that is it does not handle le transfer or data regglan itself. It provides only an

index for the replicated data.

GDMP

GDMP [180, 189] is a replication manager that aims to proadeure and high-speed
le transfer services for replicating large data les andett databases. GDMP provides
point-to-point replication capabilities by utilizing tleapabilities of other Data Grid tools
such as replica catalogs and GridFTP.

GDMP is based on the publish-subscribe model, wherein thivespublishes the set
of new les that are added to the replica catalog and the ttian request a copy of these
after making a secure connection to the server. GDMP usea&i® authentication and
authorization infrastructure. Clients rst register withetserver and receive noti cations
about new data that are available which are then requestedglication. Failure during
replication is assumed to be handled by the client. For el@nifthe connection fails
while replicating a set of les, the client may reconnectiwihe server and request a
re-transfer. The le transfer is conducted through GridFTP

GDMP deals with object databases created by High Energyi¢thgsperiments. A
single le may contain up to a billion1((°) objects and therefore, it is advantageous for
the replication mechanisms to deal with objects rather tlemn Objects requested by
a site are copied to a new le at the source. This le is themsfarred to the recipient
and the database at the remote end is updated to includevhebjects. The le is then
deleted at the origin. In this case, replication is staticlenging Grid conditions are not
taken into account by the source site. It is left up to thentlgte to determine the time
and the volume of replication.

GDMP was originally conceived for the CMS experiment at theQ_iH which the
data is generated at one point and has to be replicated loGdderefore, consistency
of replicas is not a big issue as there are no updates andealidh cations are in a

single direction. The data for this experiment was in thenfof les containing objects
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where each object represented a collision. GDMP can irten#it the object database to

replicate speci ¢ groups of objects between sites.

SRB

The purpose of the SRB is to enable the creation of sharedctolts through manage-
ment of consistent state information, latency managentaad,leveling, logical resources
usage and multiple access interfaces [26, 170]. SRB alsotaiprsvide a uni ed view of
the data les stored in disparate media and locations byighog the capability to organ-
ise them into virtual collections independent of their pbgklocation and organization.
It provides a large number of capabilities that are not omplgliaable to Data Grids but
also for collection building, digital libraries and petsist archival applications.

An SRB installation follows a three-tier architecture - thottbm tier is the actual stor-
age resource, the middleware lies in between and at the tbye i&pplication Program-
ming Interface (API) and the Metadata CATalog (MCAT). Fileteyss and databases are
managed aphysical storage resources (PSRa)ich are then combined intogical stor-
age resources (LSRspata items in SRB are organised within a hierarchy of cdthest
and sub-collections that is analogous to the UNIX lesysteierarchy. Collections are
implemented using LSRs while the data items within a coleectian be located on any
PSR. Data items within SRB collections are associated witlada¢a which describe sys-
tem attributes such as access information and size, andutegcattributes which record
properties deemed important by the users. The metadataredswithin MCAT which
also records attributes of the collections and the PSRsibAt&-based access to the data
items is made possible by searching MCAT.

The middleware is made up of the SRB Master daemon and the SR pgecesses.
The clients authenticate to the SRB Master and the lattetsstar Agent process that
processes the client requests. An SRB agent interfaces atMCAT and the storage
resources to execute a particular request. It is possibtzeate a federation of SRB
servers by interconnecting the masters. In a federatioer\esacts as a client to another
server. A client request is handed over to the appropriatesdepending on the location
determined by the MCAT service.

SRB implements transparency for data access and transfeabggimg data as col-
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Table 3.4: Comparison between replication strategies.

Project Method Granularity Objective Func-
tion
Grid Datafarm Static File, Fragment | Locality
RLS Static Datasets, File Popularity, Publi-
cation
GDMP [189] Static Datasets, File, Fr+ Popularity, Publi-
agment cation
SRB Static Containers, Preservation,
Datasets, File Publication
Lamehamedi et Dynamic File Update Costs
al ([129]; [128])
Bell et al. [30] Dynamic File Economic
Lee and WeissmanDynamic File Popularity
[133]
Ranganathan et al.Dynamic File Popularity
[175]

lections which own and manage all of the information reqlif@ describing the data
independent of the underlying storage system. The caled¢tikes care of updating and
managing consistency of the data along with other staterrdtion such as timestamps
and audit trails. Consistency is managed by providing syarikation mechanisms that
lock stale data against access and propagates updategttbubihe environment until
global consistency is achieved.

SRB is one of the most widely used Data Grid technologies imuarapplication
domains around the world including the UK eScience (eDialdpNBaBar, BIRN, IVOA
and the California Digital Library [168].

Other Replication Strategies

Lamehamedi, et. al [128, 129] study replication strateljased on the replica sites being
arranged in different topologies such as ring, tree or liydeiach site or node maintains
an index of the replicas it hosts and the other locations edhreplicas that it knows.

Replication of a dataset is triggered when requests for itsiteaexceed some threshold.
The replication strategy places a replica at a site thatrmsas the total access costs

including both read and write costs for the datasets. Theewnst considers the cost of
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updating all the replicas after a write at one of the repliddsey show through simulation
that the best results are achieved when the replicatiorepsos carried out closest to the

users.

Bell et al. [30] present an le replication strategy based aneaonomic model that
optimises the selection of sites for creating replicas. iRapbn is triggered by the num-
ber of requests received for a dataset. Access mediat@ivedhese requests and start
auctions to determine the cheapest replicas. A Storage B(SE) participates in these
auctions by offering a price at which it will sell access toeplica if it is present. If
the replica is not present at the local storage element, ttieeibroker starts an auction
to replicate the requested le onto its storage if it deteres that having the dataset is
economically feasible. Other SBs then bid with the lowestethat they can offer for the
le. The lowest bidder wins the auction but is paid the amobiatby the second-lowest
bidder. This is a Vickrey second price auction [209] witha@kreding bids.

Lee and Weissman [133] present an architecture for dynagpication within a ser-
vice Grid. The replicas are created on the basis of each\staaing whether its perfor-
mance can be improved by requesting one more replica. Thepopslar services are,
therefore, most replicated as this will entail a perforneboost by lessening the load
requirements on a particular replica.

Ranganathan et al. [175] present a dynamic replicationegjyathat creates copies
based on trade-offs between the cost and the future benédseating a replica. The
strategy is designed for peer-peer environments where thex high-degree of unrelia-
bility and hence, considers a minimum number of replicas mhight be required given
the probability of a node being up and the accuracy of infelwngpossessed by a site in

a peer-peer network.

3.2.4 Resource Allocation and Scheduling

This subsection deals with the study of resource allocatiod scheduling strategies
within Data Grids. While Grid scheduling has been a well-aeskeed topic, this study
is limited to only those strategies that explicitly deallwitansfer of data during process-

ing. Therefore, the focus here is on features such as adaptenvironments with varied
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data sources and scheduling jobs in order to minimise theememnt of data. Table 3.5

summarises the scheduling strategies surveyed in thi®seotd their classi cation.

Table 3.5: Comparison between scheduling strategies.

Work/Project Application | Scope Data Utility Locality
Model Replica- | Function
tion
Casanova, et al. Bag-of- Individual | Coupled | Makespan| Tempora
[51] Tasks
GrADS [67] Process-leve| Individual | Decoupled Makespan| Spatial
Ranganathan & Independent| Individual | Decoupled Makespan| Spatial
Foster [173] Tasks
Kim and Weiss-| Independent | Individual | Decoupled Makespan| Spatial
man [116] Tasks
Takefusa, et| Process-leve| Individual | Coupled | Makespan| Tempora
al [198]
Pegasus [69] Work ows Individual | Decoupled Makespan| Tempora
Thain et al. [203] | Independent| Community| Coupled | Makespan| Both
Tasks
Chameleon [160]| Independent| Individual | Decoupled Makespan| Spatial
Tasks
SPHINX [110,| Work ows Community| Decoupled QoS Spatial
111]

Scheduling strategies for data-intensive applicatiomsbeadistinguished on the basis
of whether they couple data movement to job submission ar Astmentioned earlier
in Section 3.1.4, in the former case, the temporal localftgata requests is exploited.
Initial work focused on reuse of cached data. An example isfdirection is the work
by Casanova et al. [51] who introduce heuristics for scheduldependent tasks shar-
ing common les, on a Grid composed of interconnected chgstélere, the strategy is
to prefer nodes within clusters to which the data has alrésey transferred rather than
those clusters where the data is not present. The source dath is considered to be the
client node, i.e., the machine which submits the jobs to thd.G.ater efforts looked at
extending this to data replication where copies of the degdaraintained over a longer
term to bene t requests coming from future job submissiofekefusa et al. [198] have
simulated job scheduling and data replication policiescimtral and tier model organi-

zation of Data Grids based on the Grid Datafarm [199] archire. Out of the several
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policies simulated, the authors establish that the conibimaf OwnerComputestrat-
egy (job is executed on the resource that contains the datgld scheduling along with
background replication policies based on number of acegksadBound-Replicajeor
on the node with the maximum estimated performarag(essive-ReplicatiQmprovides

the minimum execution time for a job.

Similar in intent, Thain et al. [203] describe a means of tngal/O communities
which are groups of CPU resources such as Condor pools cldsievand a storage re-
source. The storage appliance satis es the data requirsni@njobs that are executed
on both the processes within and outside the community. ¢heduling strategy in this
work allows for both the data to be staged to a community wtiezgob is executed and
the job to migrate to a community where the data requiredresadly staged. The deci-
sion is made by the user after comparing the overheads @resthging the application
or replicating the data. This is different to the policiegpously mentioned wherein
the replication process is based on heuristics and requoasser intervention. Again,
improving temporal locality of data by replicating it withee community improves the
performance. Later, this section looks at another couglateg)y proposed by Phan et al.

[162] that uses Genetic Algorithms as a scheduling hearisti

Strategies that decouple job submission from data moveat&rpt to reduce the
data transfer time either by scheduling the job close to tinesource of the data, or by
accessing the data from a replica site which is closest tgiteeof computation. Here,
the term “close” refers to a site with minimum transfer tinlRanganathan and Foster
[173] propose a decoupled scheduling architecture for iddé¢asive applications which
consists of 3 components: the External Scheduler (ES) #ates to which node the
jobs must be submitted, the Local Scheduler (LS) on each timdalecides the priority
of the jobs arriving at that node and the Dataset Schedulsy {lEat tracks the popularity
of the datasets and decides which datasets to replicatéate d€Ehrough simulation, they
evaluate combinations of 4 job scheduling algorithms fer @5 and 3 replication algo-
rithms for the DS. The results show that the worst perforreasgiven by executing a job
at the source of data in the absence of replication. Thisaause a few sites which host
the data are overloaded in this case. The best performagoesis by same job schedul-

ing strategy but with data replication. A similar strategyroposed in Chameleon [160]
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wherein a site on which the data has already been replicatgeierred for submitting a

job over one where the data is not present.

Most of the strategies studied try to reduceekesparor the Minimum Completion
Time (MCT) of the task which is de ned as the difference betwé®e time when the job
was submitted to a computational resource and the time ipteied. Makespan also in-
cludes the time taken to transfer the data to the point of caation if that is allowed by
the scheduling strategy. Takefusa et al. [198] and Grid isptibn Development Software
(GrADS) project [67] are makespan schedulers that opetdateeasystem process level.
Scheduling within the latter is carried out in three phasegore the execution, there is
an initial matching of an application's requirements toikalde resources based on its
performance model and this is callledinch-time schedulinghen, the initial schedule is
modi ed during the execution to take into account dynamiares in the system avail-
ability which is calledrescheduling nally, the co-ordination of all schedules is done
through meta-scheduling Contracts [211] are formed to ensure guaranteed execution
performance. The mapping and search procedure presentzaill®t al. [66] forms Can-
didate Machine Groups (CMG) consisting of available resesinghich are then pruned
to yield one suitable group per application. The mapper thaps the application data
to physical location for this group. Therefore, spatiadiity is primarily exploited. The
scheduler is tightly integrated into the application andksaat the process level. How-
ever, the algorithms are themselves independent of thécaiph. Recent work however
has suggested extending the GrADS scheduling concept tk avoapplications [61].

However, the treatment of data still remains the same.

Casanova et al. [51] extend three heuristics for reducingesadn —Min-Min, Max-
Min andSufferagdhat were introduced by Maheswaran et al. [142] — to consitjaut
and output data transfer times. Min-Min assigns tasks wiéhléast makespan to those
nodes which will execute them the fastest whereas Max-Migas tasks with maximum
makespan to fastest executing nodes. Sufferage assidissaiaghe basis of how much
they would “suffer” if they are not assigned to a particulada. This “sufferage” value
Is computed as the difference between the best MCT for a taskparticular node and
the second-best MCT on another node. Tasks with higher sgievalues receive more

priority. The authors introduce another heurisk§ufferagewhich is an extended version
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of Sufferage that takes into account le locality before edbling jobs by considering
MCT on the cluster level. Within XSufferage, a job is scheduie a cluster if the le

required for the job has been previously transferred to aaerwithin the cluster.

Kim and Weissman [116] introduce a Genetic Algorithm (GAséa scheduler for
reducing makespan of Data Grid applications decomposatdendependent tasks. The
scheduler targets an application model wherein a largesegitasplit into multiple smaller
datasets and these are then processed in parallel on mt\igilial sites”, where a virtual
site is considered to be a collection of compute resourcdslata servers. The solution
to the scheduling problem is represented as a chromosomigidh wach gene represents
a task allocated to a site. Each sub-gene is associated walua that represents the
fraction of a dataset assigned to the site and the whole geassbciated with a value
denoting capability of the site given the fraction of theadats assigned, the time taken to
transfer these fractions and the execution time. The chsomes are mutated to form the
next generation of chromosomes. At the end of an iteratfmchromosomes are ranked
according to an objective function and the iteration std@s@ede ned condition. Since
the objective of the algorithm is to reduce the completioretithe iterations tend to favour
those tasks in which the data is processed close to or at theqgd@womputation thereby
exploiting the spatial locality of datasets. Phan et al2]1&pply a similar GA based
strategy, but in their case, data movement is coupled toybmsssion. The chromosome
that they adopt represents job ordering, assignments sftmlzompute nodes and the
assignment of data to replica locations. At the end of a sp@ciumber of iterations
(100 in this case), the GA converges to a near-optimal swiuthat gives a job order

queue, job assignments and data assignments that mininaizespan.

While the strategies before have concentrated on indepetakks or BoT model of
Grid applications, Pegasus [69] concentrates on reducikgespan for work ow-based
applications. The strategy reducesabstract work owthat contains the order of exe-
cution of components into eoncrete work owwhere the component is turned into an
executable job and the locations of the computational ressuand the data are speci-
ed. The abstract work ow goes through a processrefluctionwhere the components
whose outputs have already been generated and enteredRapliaa Location Service

are removed from the work ow and substituted with the phgkiocation of the products.
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The emphasis is therefore on the reuse of already produdadgdaducts. The planning
process selects a source of data at random, that is, netdemporal nor the spatial
locality is exploited.

Other projects aim to achieve different scheduling obyestisuch as achieving a spe-
ci ¢ QoS demanded by the application. SPHINX (Schedulingarallel for a Heteroge-
neous Independent NetworX) [110] is one such middlewargptdor scheduling data-
intensive applications on the Grid. Scheduling within SRMIis based on a client-server
framework in which a scheduling client within a VO submits atezjob as a Directed
Acyclic Graph (DAG) to one of the scheduling servers for th@ ®long with QoS re-
quirements such as number of CPUs required and deadline ofittexe. QoS privileges
that a user enjoys may vary with the groups he or she belong&hm®server is allocated
a portion of the VO resources and in turn, it reserves somieasfe for the job submitted
by the client based on the allocated QoS for the user and skaddient an estimate of
the completion time. The server also reduces the DAG by ramoasks whose out-
puts are already present. If the client accepts the coropléitne, then the server begins
execution of the reduced DAG. The scheduling strategy inISIRH111] considers VO
policies as a four dimensional space with the resource geoviesource properties, user
and time forming each of the dimensions. Policies are espres terms of quotas which
are tuples formed by values of each dimension.The optinsalnee allocation for a user
request is provided by a linear programming solution whichimizes the usage of the

user quotas on the various resources.

3.3 Discussion and Summary

Figures 3.10 — 3.14 pictorially represent the mapping osfstems that were analysed in
Section 3.2 to the taxonomy. Each of the boxes at the “leavdbe taxonomy “branches”
contains those systems that exhibit the property at the I18abox containing “(All)”
implies that all the systems studied satisfy the propengmby the corresponding leaf.
From the gures it can be seen that the taxonomy is shown tmbgptete with respect to
the systems studied as each of them can be fully describeldebgategories within this

taxonomy.
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Figure 3.10: Mapping of Data Grid Organization Taxonomy tidGrid Projects.

Figure 3.10 shows the organizational taxonomy annotatddtive Data Grid projects
that were studied in Section 3.2.1. As can be seen from thee,grurrent scienti ¢ Data
Grids mostly follow the hierarchical or the federated msd#l organization because the
data sources are few and well-established. These dataesoane generally mass storage
systems from which data is transferred out as les or dasateedther repositories. From
a social point of view, such Data Grids are formed by esthiviggcollaborations between
researchers from the same domain. In such cases, any negvgaants willing to join or
contribute have to be part of the particular scienti ¢ commity to be inducted into the

collaboration.

The mapping of various Data Grid transport mechanisms etiith Section 3.2.2 to
the proposed taxonomy is shown in Figure 3.11. The requinétodransfer large datasets
has led to the development of high-speed, low latency tesisbtocols such as GridFTP
which is rapidly becoming the default transfer protocoldtirData Grid projects. While
FTP is also used within certain projects for data with lesssx and security constraints,
and SRB I/O is applicable in any SRB installation, IBP and Kaagare not deployed in
existing Data Grids. This is due to the fact that the latterrasearch projects rather than

products and do not meet all requirements of a Data Grid enment.

Figures 3.12 and 3.13 show mapping of the data replicatistesys covered in Sec-
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tions 3.2.3 to the replica architecture and strategy tamgnorhe hierarchical model of

the HEP experiments in Figure 3.10 has motivated the deredap of tree-structured

replication mechanisms that are designed to be top-dowaring of organization and

data propagation. Many of the projects that have followedéderation model have used
SRB which offers more exibility in the organization model m#plica sites. SRB is also
used by many HEP experiments such as Belle and BaBar but cordgra hierarchy of

sites. Currently massive datasets are being replicatedabatoy project administrators

in select locations for all the projects, and intelligent aynamic replication strategies
have not yet found a place in production Data Grids. Thecstaplication strategy is

guided by the objective of increasing locality of datasets.

Figure 3.14 maps the Data Grid scheduling efforts discusséie previous section
to the scheduling taxonomy. It can be inferred that almdstfahese efforts have con-
centrated on reducing the makespan of the schedule. Mds#lyalgorithms have been
developed to take care of individual jobs such as those dtdahio job queueing sys-
tems. This corresponds with traditional workloads in stierdomains such as High
Energy Physics that consist of batch submission of anglylss

However, the maturing of Grid services and Application Pangming Interfaces (APIS)
is bringing about data-intensive Grid applications thatkvat the level of aggregated

tasks/jobs. These applications also require to satisfyersophisticated objectives than
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simple makespan reduction. The next chapter presents wasefframework called a
resource broker that allows users to create data-inte@sigeapplications without know-
ing the underlying details of Grid services. The resourazkér translates application
requirements to tasks that are then carried out by invokiegappropriate Grid services.
The broker also allows creation of schedulers with varigéaives such as deadline and
budget constrained scheduling of applications. A caseystulving the scheduling of
a data-intensive High Energy Physics applications is alesgnted to illustrate the utility

of the broker.



Chapter 4

A Grid Resource Broker for

Data-Intensive Applications

This chapter presents the design and implementation of titky@ Grid resource broker
for distributed data-intensive applications. It rst disses the motivation for developing
a resource broker and the requirements that need to beesditay the broker, especially
for distributed data-intensive applications. Then, icdsses the architecture and design
of the broker in detail. Next, the implementation of the cgpts within the design is
illustrated with several examples. The Gridbus broker entbompared to other Grid
brokers on the basis of several properties. Finally, thisptér presents a case study
involving a High Energy Physics (HEP) application called Belle Analysis Software
Framework (BASF) deployed on resources around Australigiustrate the usage of the

broker for distributed data-intensive scheduling.

4.1 Resource Brokers: Challenges

The capabilities that need to be provided in order to reai&id environment include:
uniform authentication and authorisation; resource mamegt and job submission; large-
scale data management and transfer; and resource allo@attbscheduling. Software
tools and services that provide these capabilities arecolkely calledGrid middleware

and mediate between users and the underlying Grid fabrisistimg of heterogeneous

73
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computing and storage resources connected by networksrgihgacapabilities. Fig-

ure 4.1 shows the evolution of Grid application developnmusitig Grid middleware.

. . Application Logic Applications
Application Logic and

Load Balancin —_ — — — —
J Programming Libraries Resource Brokers

Application Schedulers

Core Grid Middleware Core Grid Middleware Core Grid Middleware

Distributed Resources Distributed Resources Distributed Resources

@) (b) (©)

Figure 4.1: Evolution of application development on Gri@g.Direct to core middleware
(1995-). (b) Through programming libraries (1999-). (c)indsuser-level middleware
(2000-).

The rst set of Grid middleware aimed to present a secure ganadsrd method of in-
vocation that abstracted the underlying heterogeneityswfibduted resources. Thesere
grid middlewaresuch as Globus [83] and Legion [54] (Figure 4.1(a)) providedrices
for performing low-level Grid functions such as data accgss submission and authori-
sation. Some of the early Grid applications directly inwbkiee functionalities presented
by thesecore middlewarghrough their APIls. However, they were still too complex and
low-level to become popular for general application depaient. These were followed
by programming libraries such as NetSolve [21], Ninf [1834ctus [11] and GrADS [31]
(Figure 4.1(b)) that provided a software environment tat@applications accessing dis-
tributed services in a transparent fashion. While thesehH@agtoblems of having to deal
with varying Grid conditions from the user, signi cant effovas required to develop
schedulers and task managers for each application. Psajech as AppLeS (Application
Level Schedulers) [32] produced some of the early work i tegard. The next step was
to move the scheduling algorithms to a generic framework &h&o provided capabili-
ties such as resource selection, job monitoring and daisado any application. Such
frameworks are callecesource brokergFigure 4.1(c)) and some examples of these are
Nimrod/G [43], AppLeS Parameter Sweep Template (APST),[62hdor-G [91] and the

Gridbus resource broker which is discussed in this thesis.



4.1. RESOURCE BROKERS: CHALLENGES 75

The creation of a generic resource broker framework for a-gaensive Grid appli-
cation runs into several challenges that arise out of therslity inherent in Grid environ-

ments. These challenges are listed as follows:

Service Heterogeneity: With the introduction of the OGSA [88], Grids have progrekse
from being aggregations of heterogeneous resources tectiols of stateful ser-
vices. These services can be grouped into several categoieh as job submission
and monitoring, information, data management and appicateployment. Stan-
dardisation of service interfaces has been a recent deweloipin Grid computing
and is still an ongoing process. Also, rapid developmentkis eld have meant
that middleware itself changes frequently, and therefergise interface changes
are the norm rather than the exception. Due to this hetesityeof services, sup-

porting diverse service semantics is still a serious chghe

Variety of Application Models: As was discussed in Chapter 3, Section 3.1.4, data-
intensive Grid applications tend to follow a variety of mtslsuch as bag of tasks,
work ows and independent jobs. However, these are stiluneggl to interact with
the same set of service interfaces. Enabling this interaatequires reconcilia-
tion between different application directives and corgsuAlso, applications may
invoke services in a variety of ways. A brokering system nawsid imposing con-

straints on applications as far as possible so as to not tbitgvown applicability.

Multiple User Objectives: Applications and users may wish to satisfy different objec-
tives at the same time. Some possible objectives includaviag results in the
minimum possible time or within a set deadline, reducingatmunt of data trans-
fer and duplication, or ensuring minimum expense for an @ec or minimum
usage of allocated quota of resources. Different tasksinvih application may
be associated with different objectives and different QQ84lity of Service) re-
quirements. Examples of such requirements have been destusChapter 3, Sec-
tion 3.1.4. A brokering system must, therefore, ensure difégrent scheduling

strategies meeting different objectives can be employezhever required.

The discussion in previous chapters showed that one of dr@acteristics of a Data

Grid is the presence of replicated data that is potentiaitiely dispersed through-
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out the network. Resource brokering for distributed datansive applications
should provide automatic discovery of data sources for argiataset or a le,
scheduling of jobs with respect to location of data and latdibg of data locations
to jobs so that the data resources can be assigned by takingansideration the

current availability of the underlying network.

Interface Requirements: The interface presented to the user may take several forms.
Many scientists are comfortable with traditional commadind-tools and require
that Grid tools be command line- and script-friendly as waleb portals that allow
users to invoke Grid and application capabilities withire amterface, have gained
popularity in recent times as they enable portability of king environments. Re-
cent applications are also able to seamlessly access Grafidns whenever re-
quired by invoking Grid/Web services or Grid middleware APA resource broker
should be able to support as many of these interfaces asbfgssiorder to be

useful to the largest community possible.

Infrastructural Concerns: The quintessential properties of Grid environments such as
absence of administrative control over resources, dynagstem availability and
high probabilities of failure have been described extexigiin previous publica-
tions [23, 211]. A resource broker has to be able to handleetipeoperties while
abstracting them as much as possible from the end-user.isTaisigni cant chal-

lenge to developing any Grid middleware.

The following sections present the architecture, desighiaaplementation of a Grid
resource broker that takes into account the challengesionedt before in order to ab-

stract the vagaries of the environment from the end-user.

4.2 Architecture of the Gridbus Broker

The Gridbus broker follows an open and extensible objeietrted architecture designed
with the twin objectives ofexibility anddependabilityin mind. The architecture of the
Gridbus broker and its interaction with external entiteshown in Figure 4.2. The com-

ponents of the broker are grouped into three layers acaptditthe level of abstraction
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Figure 4.2: Gridbus broker architecture and its interactigth other Grid entities.

they provide from the underlying Grid resources. Each lagetecoupled from its un-
derlying layer and their interaction is conducted througimdard interfaces. The overall
ow of control is from top to bottom while any events and extieps that occur during
execution being ltered by each layer from the bottom to e tThe layers are described

in detail as follows.

4.2.1 Interface Layer

Applications, web portals and other such interfaces eatéathe broker interact with the
components of the Interface layer. The inputs from the eslegntities are translated by

this layer to create the objects in the Core layer. Three kifidsputs are provided to the
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broker: a description of the application requirementsstedi services that can be utilised

for executing the application, and the list of credentialsgiccessing the services.

The application description provides details of the execusuch as the location of
executables, description of task inputs including requmemote data les and informa-
tion about task outputs. This description can be provideohia of the XML-based lan-
guages supported by the broker or be given programmatittathyigh the broker's APIs.
Similarly, the set of services required for the user obyestican be provided through the
APIs or as an XML-based service description le containinfprmation such as service
location, service type and speci ¢ details such as remotehb@b submission systems
for computational services. The services can also be disedvby the broker at runtime
from remote information services such as the Grid Marke¢@ory (GMD) [221] or Grid
Index Information Service (GIIS) [65] among others. The ¢éifcredentials is provided
in another le. File-based inputs are handled by the respeatterpreters which convert
the descriptions to entities within the broker. The Apgiiza Interpreter converts the ap-
plication description le to Task objects while the Serviogerpreter converts the service
description to Service objects. These objects are destabea part of the Core layer in

the following section.

4.2.2 Core Layer

This layer contains entities that represent the propesfidge Grid infrastructure indepen-
dent of the middleware and the functionality of the brokeelit Therefore, it abstracts
the details of the actual interaction with the Grid resoarnperformed by the Execution
layer. This interaction is driven by the decisions made l&yftinctional components of

the broker present in the Core layer.

Tasks represent sets of activities to be carried out in teewion. Examples of such
activities include copying a le to the remote node, runnihg executable and storing
the output in a remote repository. Tasks are associatedimpiit parameters and may
have requirements that need to be ful lled before their exien. The task speci cation
provides the template for creating jobs which are the aatuék of work sent to the

remote Grid resource. Thatis, a task is an abstraction afitik performed for executing
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the application. The conversion of task to jobs is scendependent; for example, a
parameter sweep task is converted into a set of jobs, whilaghes independent task
representing a simple application with a single functiooasverted into one job.

It is possible to represent different types of services withe broker mirroring the
variety of services that are available in Grids. A compotadi service represents a com-
putational resource with properties such as architecaperating system and available
job submission systems. Data services describe storagsitees and the details of the
data les stored within these. These details include aiteb such as the path of the les
in the repository and the protocol used to access the leg dibe and location of input
datasets for the application that are replicated on diffterepositories are also tracked by
the broker. Services that provide meta-information suatessurce information services,
data catalogs and market directories are depicted as iat@mmservices. Properties such
as bandwidth and economic cost of the network paths betvirearoimputational and data
resources are provided by network information serviceghéwsed access to all services
is mediated by user-supplied Credentials that are assdate one or more services.
The Service Monitor keeps track of the state of the servigeguerying them at regular

intervals to determine properties such as availabilityyent price and performance.

The Scheduler maps jobs to the appropriate services dependithe strategy em-
ployed. The Scheduler may also take into account the us&S i@quirements such as
deadline and budget. The Scheduler makes use of the infiemgthered by the service

monitor to make its decisions.

4.2.3 Execution Layer

The actual task of dispatching the jobs is taken care of b§#ezution layer which pro-
vides Dispatchers for various middleware. These dispasatreate middleware-speci ¢
Agents from the jobs and are executed on the remote resouftiesre are any data les
associated with the job, then the agents request them frerdata repositories that have
been selected to acces